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Abstract 
 

Internet Protocol version 6 (IPv6) is a necessary technology that a business 
wishing to stay relevant on the world stage must consider. Our toolkit serves as a one-
stop shop to aid network administrators in determining whether their company is ready 
for migration to an IPv6 infrastructure. It consists of three sections – a Quick Reference 
Guide, a more detailed Reference section, and several Appendices. Administrators can 
use Quick Reference Guide to check their infrastructure and gauge their migration 
readiness against our basic tools. These tools consist of our basic Operating System 
Readiness Assessments, Performance Testing Charts that measure throughput in various 
infrastructure environments, network traffic modeling using OPNET Modeling Software, 
and a general overview of items that need to be considered in an infrastructure before a 
migration can occur. The Reference section acts to deliver more information about topics 
that may come up during implementation and provides more detail about some of the key 
topics that an administrator may encounter. This includes the three categories of 
transitional technologies (Translation, Tunneling, and Dual-Stacking) and detailed 
information on the experiments we conducted in our lab environments. Our Appendices 
serve to provide an administrator with more information on topics not covered elsewhere 
in the toolkit, including a discussion of various security considerations that must be taken 
into account. This section also provides diagrams of our testing environments and sources 
for further reading. 
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1 Project Description 

1.1 Statement of Need 

According to the American Registry for Internet Numbers, as of 2009 ninety 

percent of the usable IPv4 Internet addresses were allocated. It is predicted that all IPv4 

addresses could be in use as early as 2011 (Jackson). To further illustrate this point, as of 

February 3, 2011, the IANA or Internet Assigned Numbers Authority had depleted its 

allotment of IPv4 addresses (Internet Assigned Numbers Authority).  Due to the 

imminent end of the free IPv4 address space, any device requiring public Internet 

addresses will have to be assigned an address within the new, much larger IPv6 network 

space.  These devices, and the people who use them, will be unable to interact with 

anyone using the legacy IPv4 infrastructure.  This is a concern for any enterprise level 

business that wants to maintain communication with their customers.   

Beyond resolving the communication issues, there are also other benefits to an 

enterprise in migrating to IPv6. IPv6 is a completely new protocol. The protocol was 

designed by the Network Working group and ratified by the Internet Engineering Task 

Force (IETF) in December of 1998. It was designed from the ground up to be more 

efficient and more secure than IPv4. The new protocol uses far less CPU power and 

memory on network devices and seamlessly integrates with the IPSec security suite.  

These benefits will assist enterprise environments by lowering overhead and making their 

network more secure without having to rely as heavily on third party applications. 
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1.2 Proposed Solution  

In an effort to aid enterprises with the migration to IPv6, a toolkit containing a 

general enterprise migration strategy was created.  

The University of Cincinnati, henceforth "UC" or "the University" was used as 

the template for a general enterprise. UC is a major research institution that has partners 

throughout the world that are already migrating to IPv6. The University cannot afford to 

lose communication with these partners and so they are looking at the viability of IPv6 

for their infrastructure (Bohmer, Burton and Noelcke). Because of this need, we used UC 

as an enterprise model to create our toolkit. This arrangement was mutually beneficial 

since the University's Information Technologies Department, also known as UCit, could 

opt to use our Enterprise IPv6 Migration Toolkit to aid them in their overall migration 

strategy. This ensures continued communication with their partners throughout the world.  

To this end, we evaluated each subnet of the University’s network and followed 

best practices for an IPv6 migration, as laid down by the IETF in RFC-4213, Transition 

Mechanisms for IPv6 Hosts and Routers (Nordmark and Gilligan).  Cisco Systems and 

Microsoft have been deemed to be leading vendors for IPv6 implementations worldwide, 

and their recommended integration and coexistence strategies were also considered 

because their method of deployment for IPv6 causes minimal impact to network services 

(Cisco Systems, Inc.). Our project consisted of four phases that will be discussed at 

length in our Proof of Design.  
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1.2.1 User Profiles 
Our initial meeting with UCit consisted of a discussion of what a typical 

enterprise administrator, and the University in particular, would like to see from us as a 

deliverable at the end of our project.  From these conversations we determined the 

primary users of our toolkit to be: Network Administrators, Business Managers, 

Information Technology Students, and The Associate Vice President of UCit and the 

Director of UCit. 

It is our hope that network administrators will be able to utilize our Enterprise 

IPv6 Migration Toolkit as a valuable resource to prepare their own respective networks 

for IPv6.  Our tools will enable administrators to evaluate their network against our 

guidelines and judge IPv6 readiness.  We have provided a framework within our toolkit 

that will assist administrators in focusing on the primary areas of their network that need 

consideration. OPNET is a powerful tool and administrators will be able to use our 

network model to perform simulations and tests of their own for future network 

deployments. We used an existing diagram of UC’s network to create our own logical 

enterprise model. This model was designed to easily reflect the different stages of an 

IPv6 implementation process. This will save administrators time and resources that would 

otherwise be spent mapping their network structures and enable them to test network 

deployments and enhancements before beginning any physical rollouts. UCit will also be 

able to use our Enterprise IPv6 Migration Toolkit should the University ever choose to 

implement IPv6. 

Our toolkit will be of use to non-technical business administrators as well. We 

have designed our toolkit in such a way that non-technical people can quickly and easily 

see the need for, and benefits of, IPv6. This will allow business managers to easily make 
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a judgment about the necessity and viability of a full IPv6 migration. 

Information Technology (IT) students will be able to use our model to plan and 

build new network projects. Our work will provide a real world example of the power of 

the OPNET modeling software and how it can be used to aid in network research, 

development and planning. By making our models available to other IT students, we can 

pass on the knowledge we’ve gained to the next wave of researchers. 

 The Associate Vice President of UCit Network & Telecom Services and the 

Director of UCit Enterprise Communications, currently Mark Faulkner and Diana 

Noelcke, have expressed their interest in seeing a basic IPv6 implementation plan for an 

enterprise network.  They have reviewed our research and may use it to help formulate an 

official IPv6 integration strategy for the University. 

2 Design Protocols 

In order to achieve the goals we set for ourselves in this project, we broke the 

project down into four phases. The first phase involved conducting research and 

demonstrating the transitional technologies that serve as the backbone of our toolkit. The 

second phase involved creating a logical model of the network architecture of the 

University. The third phase involved conducting performance testing in our real-world 

lab and running simulations using the OPNET Modeler software. The final phase of our 

project was the compilation of our Enterprise IPv6 Migration Toolkit.  
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2.2 Phase I – Research and Demonstration of Transitional Technologies 

2.2.1 Research of Transitional Technologies 

 In order to begin designing this project, basic research on the practical operation 

of IPv6 was needed. We studied the creation of the Internet Protocol—the current 

version, IPv4, and the newer IPv6—and ways that enterprises could move their relatively 

large infrastructures to the new protocol without disrupting daily business. In the course 

of our research we discovered three main transition mechanisms essential for any IPv6 

implementation. 

• Translation – This technology changes data packets on-the-fly by converting IPv6 

into IPv4 and vice versa. It is useful when IPv4-only or IPv6-only clients need to 

communicate with clients running the opposite protocol (Pepelnjak). 

• Tunneling – This technology encapsulates IPv6 traffic inside IPv4 traffic. It is 

useful for bringing IPv6 connectivity to remote segments through IPv4-only 

segments (Blanchet and Parent). 

• Dual Stack – This technology provides IPv4 and IPv6 connectivity 

simultaneously. It is the ideal end state for any IPv6 migration (Hogg). 

Near the end of our research phase we began studying two auxiliary technologies, 

DNS and DHCPv6, that aid in configuring and managing an IPv6 network. DNS stands 

for Domain Name System. It is the method that computers use to attach a user-assigned 

name to an IP address. In translation DNS is essential in accessing IPv4 hosts from IPv6 

hosts. DHCP stands for Dynamic Host Configuration Protocol. It is used to assign a 

computer an IP address from a configured pool of available addresses. In IPv6, unlike 
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IPv4, DHCP is no longer a necessary technology, however it does aid in management of 

an IPv6 network (J. Davies). 

We also came across recommended practices from several major organizations 

describing how best to integrate IPv6 with their respective products. Most important 

among these were Microsoft’s TechNet articles “Security Best Practices and 

Recommendations” and the “IPv6 Transition Technologies” white paper. Cisco also had 

several key resources for our IPv6 studies including the Cisco Press book, Deploying 

IPv6 Networks. 

2.2.2 Demonstration of Transitional Technologies 

 After conducting our research on IPv6 and its transitional technologies, we chose 

to implement one of each. To this end we created a testing environment we called the 

Forum Lab. In the Forum lab we began by exploring Cisco’s translation technology, 

NAT-PT1. More about this technology can be found in Section 5.3.1: IPv6 Translation.  

After our experiments with NAT-PT, we reset the Forum lab to create a proof-of-

concept for tunneling. Using Hurricane Electric2 as a tunnel broker we were able to 

quickly establish IPv6 internet connectivity and test some of the address distribution 

methods new to IPv6, such as DHCPv6 and router advertisements. In addition to the 

Hurricane Electric tunnel, we established a second, isolated, IPv6 network with its own 

tunnel connected to the Freenet63 tunnel service. This setup allowed us to explore the 

end-to-end connectivity provided by IPv6, which enables every device to have direct 

                                                
1 Network Address Translation – Protocol Translation 
2 Hurricane Electric is an Internet Service Provider who owns the largest global IPv6 backbone. 
3 Freenet6 is a free IPv6 access service that has enabled users all over the world to access content on the 
IPv6 internet. 
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global internet access.  This also allowed us to test connectivity on a worldwide scale 

helping us to better understand the advantages of a having a global device. 

Our last experiment was to configure the Forum lab to run a dual stack 

environment. In order to accomplish this we created an isolated network containing 

multiple workstations and routers. We created two distinct subnets and configured them 

for IPv4 and IPv6. We then configured the routers to route traffic between the two 

subnets. This concluded our initial research and demonstration phase. 

2.2 Phase II – Logical Modeling 

Our initial diagrams were created using Microsoft Visio. These static network 

maps were broken down into two principal layers of the network:  Core and Distribution 

layers, and the Access layer. Figures 1 and 2 show our network diagrams, followed by a 

list of critical services or devices a network administrator needs to be aware of during an 

IPv6 migration. 

Figure 1 shows the Core layer—also known as the Datacenter Services layer—

and the Distribution layer. In these layers, an administrator should be aware of several 

different services and devices that need attention during an IPv6 migration. Edge security 

mechanisms such as Intrusion Detection Systems and Firewalls should be examined to 

ensure they provide the proper level of security over IPv6. Several varieties of network 

switches rely on IP for monitoring and alarm services and must have support for IPv6 if 

these services are used. Administrators also need to check that commonly overlooked 

devices, such as VPN4 concentrators and routers, actually support IPv6. Incoming 

                                                
4 Virtual Private Network 
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connections from remote sites via Wide Area Network (WAN) links and Internet Service 

Providers (ISP) also need to be compatible with IPv6 as well. 

.

ISP	  A

Logical	  Network	  Focus	  
Areas

Core	  Layer

WS-C6509-V-E

Power Supply 1 Power Supply 2

FAN1

FAN2

FAN STATUS

Remote	  Site

WS-C6509-V-E

Power Supply 1 Power Supply 2

FAN1

FAN2

FAN STATUS

WAN	  Router

(MA
N/W

AN/
VPN

)

Distribution	  
Site	  A

Distribution	  
Site	  B

Distribution	  
Site	  C

Distribution	  
Site	  D

Distribution	  
Site	  E

WS-C6509-V-E

Power Supply 1 Power Supply 2

FAN1

FAN2

FAN STATUS

WS-C6509-V-E

Power Supply 1 Power Supply 2

FAN1

FAN2

FAN STATUS

WS-C6509-V-E

Power Supply 1 Power Supply 2

FAN1

FAN2

FAN STATUS

VPN	  
Services

DMZ

Ingress	  
Firewall

Intrusion	  
Detection	  
System

PoP	  Router

ISP	  B

 

Figure 1: Core and Distribution Layers 
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In the Access layer, detailed in Figure 2, an administrator should continue to 

assess the readiness of routers and switches that use the internet protocol. 

Logical	  Network	  Focus	  
Areas

Access	  Layer

To	  Distribution

DHCP DNS End-‐User	  Devices

IT	  Staff

 

Figure 2: Access Layer 

This layer also introduces several critical services that must be compatible with 

IPv6. These services include DNS5, DHCP6 and NDP7. All end user devices, such as 

laptops, workstations, mobile devices and servers must have IPv6 support. The final area 

of focus for an administrator should be on the IT staff or other support personnel. 

Personnel must be trained in IPv6 and the related technologies discussed in our toolkit in 

order to properly setup and manage their networks.  
                                                
5 Domain Name System 
6 Dynamic Host Configuration Protocol 
7 Neighbor Discovery Protocol 
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These logical diagrams and the structure of the University’s network were used to 

design an Enterprise Network template for use in the OPNET Modeler.  

2.3 Phase III - OPNET Model 

One of the chief tools used for our project analysis was the OPNET Modeler 

software. This software was used to create our logical model of the University network. 

Once this model was completed, we were able to run simulations against the network in 

order to determine how to perform an IPv6 migration without disrupting network 

connectivity. We were also able to monitor CPU power and memory usage on network 

devices and examine the impact of IPv6 traffic on the network. The OPNET model 

allowed us to illustrate the complexity of the network and show traffic flow from one 

node to another. Each transitional phase was plotted and tested in OPNET to ensure 

stable communications throughout the migration of various network segments. Based on 

the information gleaned from these tests, in addition to the general best practices 

knowledge we gained from our research, we developed recommendations for the 

migration of each key system to IPv6.  

Our proposed solution also included plans to make this OPNET model available 

to Information Technology students with the hope that it would be used to assist them in 

network development projects and traffic flow models. Students will be able to take our 

model and run their own simulations against it to aid them in their own projects.  
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UCit provided us with a simple diagram showing the logical structure of the 

University network. We used to this build our OPNET model shown in Figure 3. 

 

Figure 3: Top-level view of our OPNET model 

One of the key benefits of OPNET was the ability to create a top-level model with logical 

representations of subnets. Each subnet8 could be drilled into for more detail, as seen in 

Figure 4. 

                                                
8 In the top-level view subnets are represented by red octagons 
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Figure 4 - Typical detailed view of an Access Layer subnet 

This capability allowed us to add additional complexity to our network model, better 

simulating a true enterprise infrastructure. A more detailed view of our models can be 

seen in Section 5.2.3: OPNET Overview on page 39. 

2.4 Phase IV – The Enterprise IPv6 Migration Toolkit 

Upon completion of our other deliverables, we moved into the fourth phase of our 

project. We took the data we collected and the knowledge we gained from our other 

deliverables and created our IPv6 Migration Toolkit.  This will list our recommendations 

that administrators can use to compare their network against to judge their IPv6 

readiness.  We will provide a framework that will help administrators focus on the areas 

of their network that need improvement. Our plan will be made available to the general 

public and to UCit. 
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2.4.1 IPv6 Toolkit Diagram 
Figure 5 shows the logical layout of our IPv6 Migration Toolkit. The toolkit is 

broken down into three sections. 

 

Figure 5: Layout of the IPv6 Migration Toolkit 

The first section is a Quick Reference Guide where the non-technical business 

administrators can quickly see the benefit in migrating to IPv6. This section contains 

snapshot looks at much of the data we compiled in our research. The goal of this section 

is that anyone can quickly obtain answers about the readiness of his or her infrastructure 

and the performance of IPv6.  

 The second section contains the bulk of our research and provides an in-depth 

analysis of many of the technologies that need to be considered during a migration. This 

section of our toolkit outlines the details of our physical implementations and some of the 
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issues encountered during the process of migration. It is our hope that enterprises will be 

able to use our documentation and research to explore the various technologies on a 

deeper level. 

 The third section is a collection of appendices that cover topics that are of interest 

but do not fit into the Quick Reference Guide or the Transitional Technologies research. 

This section also provides further detail on some of the material covered in our Quick 

Reference Guide and contains additional documentation from third party sources.  We 

believe that, taken as a whole, this toolkit will become an integral part of an enterprise 

administrator’s arsenal and will greatly assist them in planning for the adoption of IPv6. 

2.4.2 Operating System Readiness Assessments 

We developed a simple system for measuring the IPv6 readiness of common 

operating systems currently deployed in enterprise environments. Our assessments show 

the status of each operating system in terms of IPv6 readiness. They also detail what 

needs to be done in order to bring unready systems into compliance with IPv6. 

The OS Readiness Assessments are color-coded for easy reference. If a system 

was prepared for a migration, such that no specialized configuration was necessary on the 

part of the user, it was given a green rating. If a system required manual installation or 

configuration to become IPv6 ready, it was given an orange rating and instructions 

detailing what needed to be done to make the OS ready. If IPv6 support was completely 
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lacking, the operating system was given a red rating and recommendations for upgrade. A 

sample draft of an OS Readiness Assessment is shown in Figure 6. 

Rating Operating System Recommendation Implementation Steps 
 4to6 GreenOS This OS is ready to go. No 

additional configuration 
required! 

IPv6 Ready! 

 4to6 OrangeOS It is possible to use this OS 
with IPv6 with limited 
functionality. It may be 
worthwhile upgrade this 
OS. 

Steps needed to get this 
ready for IPv6 would be 
listed here 

 4to6 RedOS This OS cannot be used in 
an IPv6 environment. We 
recommend replacing this 
system with newer 
equipment or updating the 
OS to a minimum of 4to6 
OrangeOS 

This OS is unable to 
support IPv6! 

Figure 6: Example OS Readiness Assessments 
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2.4.3 Performance Comparison Charts 

One of the goals of the Quick Reference Guide is to supply administrators with a 

comprehensive resource for integrating IPv6 into their respective environments. In order 

to help them demonstrate the need for IPv6 we tested the performance of the protocol in 

various operating systems. Our performance tests measured the throughput of IPv6 over a 

small gigabit network. We used a native IPv4 network as a baseline for all recorded data. 

Figure 7 shows the layout of our recorded data:

 

Figure 7: Basic layout for recording performance data. 
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2.4.4 Research Documents 

 During our research we learned about the three primary types of transition 

mechanisms used in an IPv6 migration. This section of our toolkit discusses these three 

transitional technologies in detail, and outlines the experiments and procedures we 

followed. The goal of this section of our toolkit is to provide administrators with a 

detailed analysis of each technology, how best to apply it and also an in-depth look at 

how the technology works. We designed the Quick Reference Guide to be used by 

anyone, regardless of his or her skill level; however, the research section of our toolkit is 

tailored to administrators with a more advanced understanding of network technology. By 

separating this information from the Quick Reference Guide we can better serve both 

audiences who will be using our toolkit. 

3 Deliverables 

Upon completion of this project, certain tools will be made available to the public that 

can be used for future development. These tools will be our deliverables and are listed 

below: 

• Enterprise Network OPNET Model 

• Operating System Scorecards 

• IP Performance Comparison Charts 

• IPv6 Migration Toolkit 
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4 Project Planning 

4.1 Timeline and Accomplishments 

 Our implementation was planned out using a flexible strategy that enabled us to 

react and adjust our timeline as needed. We have displayed our project timeline in 

Figures 6, 7, and 8, broken down by quarter and included a listing of the major 

milestones we used to measure the success of our project.  

4.1.1 Senior Design I 

A Gantt chart showing the timeline for Senior Design 1 is shown in Figure 8. 

 

Figure 8: SD I Timeline 

During this quarter we accomplished the following goals: 

§ Met with multiple faculty to discuss viability of project 

§ Met with UCit 

§ Defined overall project schedule 

§ Began initial research  

§ Submitted Proposal 
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4.1.2 Senior Design II 

A Gantt chart showing the timeline for Senior Design 2 is shown in Figure 9. 

 

Figure 9: SD II Timeline 

During this quarter we accomplished the following goals: 

§ Met with faculty advisor 

§ Met with UCit 

§ Determined main deliverables for project 

§ Created Forum Lab network and ran performance baselines 

§ Contacted OPNET about software licensing 

§ Converted Forum Lab network to IPv6 and ran performance tests 

§ Continued research on IPv6 

§ Designed OS Readiness Assessments 

§ Designed Performance Comparison Charts 

§ Attempted IPv6 migration in IT Networking Lab 

§ Submitted Design Freeze Report 
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4.1.3 Senior Design III 

A Gantt chart showing the timeline for Senior Design 3 is shown in Figure 10. 

 

Figure 10: SD III Timeline 

During this quarter we accomplished the following goals: 

§ Met with faculty advisor 

§ Met with UCit 

§ Completed OS Readiness Assessments 

§ Finished OPNET model construction 

§ Completed Performance Comparison Charts 

§ Completed research documents 

§ Completed OPNET simulations 

§ Compiled IPv6 Migration Toolkit 

§ Presented Final Toolkit 

§ Submitted Final Report 

§ Tech Expo 
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4.2 Project Cost 

 Figure 11 details the ‘Real-World’ and actual budgets for our project 

Component Quantity Real-World Cost True Cost 
Hardware 

Linksys SGE 2000P 2 $2,530.00  $0.00  
Catalyst 2950 1 $386.00  $0.00  
Cisco 2611XM Router 2 $712.64  $0.00  
HP Color LaserJet 2600 1 $778.12  $0.00  
HP xw4600 Workstation 25 $34,725.00  $0.00  
Dell PowerEdge 1800 7 $5,600.00  $0.00  
HP LaserJet 1320 1 $779.95  $0.00  

Operating Systems 
Windows Server 2003 4 $4,839.96  $0.00  
Windows Server 2008 R2 3 $3,629.97  $0.00  
Windows XP 1 $319.99  $0.00  
Windows Vista 1 $319.99  $0.00  
Windows 7 25 $7,975.00  $0.00  
CentOS 1 $0.00  $0.00  

Applications 
OPNET Modeler w/ IPv6 module 1 $65,000.00  $0.00  
Microsoft Visio Professional 3 $1,679.97  $0.00  
Microsoft Office Professional 3 $1,499.97  $0.00  
VMware Workstation 7  10 $2,090.00  $0.00  

Staff Salaries 
IT Project Manager - Christian 1 $69,290.00  $0.00  
Systems Engineer - Stephen 1 $58,954.00  $0.00  
Network Engineer - Matt 1 $56,742.00  $0.00  

Total $317,852.56  $0.00  
Figure 11: Project Budget 

The budget for this project included all the software items used in creating the 

toolkit and the hardware and software used to do our technical demonstrations. School of 

Computing Sciences and Informatics (SCSI) provided us with the physical hardware 

listed in our budget. SCSI also provided all of the Microsoft software for our project, 

including the Windows operating system, through the University’s subscription to the 
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Microsoft Developers Network. The CentOS operating system was available as a free 

download from CentOS.org (the CentOS Project). The OPNET Modeler with the IPv6 

Research module was available to us through OPNET’s University Research Program 

(OPNET Technologies, inc.). VMware Workstation 7 was already available in our lab 

environment and required no cost from us. The staff positions were determined based on 

the general duties performed by each team member. The salaries for each position are 

yearly averages obtained from Salary.com (Kenexa). 

5 Proof of Design  

5.2 The Quick Reference Guide 

5.2.1 OS Readiness Assessments 

 In the course of our research, we examined several of the most common 

Operating Systems and rated them according to their readiness for an IPv6 migration. We 

used a color-coding schema to illustrate the level of readiness. A green rating shows an 

OS that is is ready for IPv6 and supports the full set of features out-of-the-box. An orange 

rating shows an OS that offers IPv6 support but requires manual installation or some 

additional configuration to make it functional. In these cases, the steps necessary enable 

IPv6 functionality are listed. Orange is also used to indicate a system that supports IPv6 

but does not support the full set of features. A red rating shows an OS that does not offer 

IPv6 support. Our recommendation is listed for these operating systems. 
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Microsoft Windows 
As you can see from Figure 12 any workstation running Microsoft Windows Vista 

or higher is fully compliant with IPv6. 

Rating Operating System Status Recommendation / Implementation Steps 

  Windows 7 
This OS is IPv6 
ready  

No additional configuration needed. 
 
This OS contains a unified network stack for 
simultaneous configuration of IPv4 and IPv6. 

  Windows Vista 
This OS is IPv6 
ready  

No additional configuration needed. 
 
This OS contains a unified network stack for 
simultaneous configuration of IPv4 and IPv6. 

  Windows XP 

This OS supports 
basic IPv6 
functionality via 
Command 
Prompt.  
 
There is no GUI 
interface for 
configuring IPv6. 

Install IPv6: 
1) Open Network Connections 
2) Right-click on any local connection 
3) Click Properties 
4) Click Install 
5) In the Select Network Component Type, 
click Microsoft TCP/IP version 6, and click 
OK 
6) Click close to save your settings 
 
Configure IPv6 Manually 
1) Open a Command Prompt (cmd) 
2) Type: "ipv6 if" to obtain the interface index 
of the connection to configure 
3) Type: "ipv6 adu 
[interface_index]/[address]" where 
interface_index is the interface number and 
address is the manual configuration. 

  Windows 2000 
This OS has 
experimental IPv6 
support.  

Windows 2000 has an optional IPv6 
Developer Preview that supports limited IPv6 
functions. However this should not be used in 
a production environment. 
 
We recommend replacing this system or 
upgrading it to Windows XP or higher. 

Figure 12: Windows Workstation OS Ratings 
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Windows XP does support IPv6 but the protocol must be manually installed and then 

configured from the command line. Anything prior to Windows XP is unable to support 

IPv6 and should be upgraded to a newer operating system. We recommend upgrading all 

systems that can support Windows 7 to the latest version of Windows. Any machine 

unable to support Windows 7 should be upgraded to the highest level operating system 

with IPv6 support. 

Microsoft Windows Server 
Microsoft’s server operating systems offer similar results, as shown in Figure 13. 

Any server running Windows Server 2008 or higher includes full support for IPv6. 

Windows Server 2003 and 2003 R2 include IPv6 support. It is notable however that the 

protocol must be installed and enabled on each interface and that the system does not 

have a graphical user interface for configuring IPv6. Anything prior to Windows Server 

2003 does not have support for IPv6 and use of such a system in a live environment 

should be discontinued. 
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Rating Operating System Status Recommendation / Implementation Steps 

  
Windows Server 
2008 R2 

This OS is IPv6 
ready. 

No additional configuration needed. 
 
This OS contains a unified network stack for 
simultaneous configuration of IPv4 and IPv6. 

  
Windows Server 
2008 

This OS is IPv6 
ready. 

No additional configuration needed. 
 
This OS contains a unified network stack for 
simultaneous configuration of IPv4 and IPv6. 

  
Windows Server 
2003/2003 R2 

This OS is the 
first Microsoft 
operating system 
with production 
IPv6 functionality.  
 
However, there is 
no GUI interface 
for configuring 
IPv6. 

Install IPv6: 
1) Open Network Connections 
2) Right-click on any local connection 
3) Click Properties 
4) Click Install 
5) In the Select Network Component Type, 
click Microsoft TCP/IP version 6, and click 
OK 
6) Click close to save your settings 
 
Configure IPv6 Manually 
1) Open a Command Prompt (cmd) 
2) Type: "ipv6 if" to obtain the interface index 
of the connection to configure 
3) Type: "ipv6 adu 
[interface_index]/[address]" where 
interface_index is the interface number and 
address is the manual configuration. 

  
Windows 2000 
Server 

This OS has 
experimental IPv6 
support.  

Windows 2000 has an optional IPv6 
Developer Preview that supports limited IPv6 
functions. However this should not be used in 
a production environment. 
 
We recommend replacing this system or 
upgrading it to Windows Server 2003 or 
higher. 

Figure 13: Windows Server OS Ratings 
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Linux 
 In the Linux operating system, network stack support is handled through modules 

in the kernel. For your convenience we have included ratings for some common 

Enterprise grade Linux distributions in the figure above. The vast offering of Linux 

solutions makes it impossible to include every possible variation, but as long as IPv6 is 

supported by the kernel, your distribution should be able to use it. If your Linux 

distribution is not listed in Figure 14, check Figure 15 for IPv6 kernel support.  

Rating Operating System Status Recommendation / Installation Steps 

  Debian This OS is IPv6 ready  

Distributions based on Debian 6.0 and 
higher do not require any additional 
configuration. 
 
More information is available here: 
http://wiki.debian.org/DebianIPv6 

  
Redhat Enterprise 
Linux 

This OS is IPv6 ready 

Distributions based on RHEL 5 and higher 
do not require any additional configuration. 
 
More information is available here: 
http://www.redhat.com/rhel/features/ 

  Gentoo 
This OS supports 
IPv6 with a supported 
kernel. 

Required kernel version 2.6 or higher. Be 
sure to use the latest kernel version for the 
best IPv6 support. 
 
More information is available here: 
http://www.gentoo.org/doc/en/ipv6.xml 

  
SUSE Enterprise 
Linux 
 

This OS is IPv6 ready 

Distributions based on SLES 11 and higher 
do not require any additional configuration9 
 
More information is available here: 
http://www.novell.com/linux/releasenotes/i
586/SUSE-SLES/10-SP4/ 

Figure 14: Linux OS Ratings 

                                                
9 While SLES 10 supports IPv6, it is not enabled by default. 
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Linux Kernel 
The table in Figure 15 can help you determine whether or not your Linux kernel 

supports IPv6. 

Rating Kernel Version Status Recommendation / Installation Steps 

 2.6.x 
This kernel is IPv6 
ready. 

This is the only kernel version with full, 
continued, IPv6 support. 
 
The Linux kernel uses the USAGI network 
stack for its IPv6 implementation 
 
More information is available here: 
http://www.linux-ipv6.org/ 

 2.4.x Full IPv6 functionality 

While this kernel includes an up to date IPv6 
module, the IPv6 module included in it will 
not receive any further support/security 
updates.  
 
We recommend using the latest kernel 
version if possible. 

  2.2.x 
Basic IPv6 
Functionality 

The IPv6 module in this kernel is outdated 
and no longer supported. 

 2.0.x No IPv6 functionality. 
Please update your kernel to the newest 
stable release. 

Figure 15: Linux Kernel Ratings 

To check for IPv6 support in your distribution, try running the following command: 

# test -f /proc/net/if_inet6 && echo "Running kernel 

is IPv6 ready" 

If the command completes successfully you should receive a message stating that your 

kernel is IPv6 ready. To check if the IPv6 module is properly loaded by your system, try 

entering the following command: 
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# lsmod |grep -w 'ipv6' && echo "IPv6 module 

successfully loaded" 

More information about the IPv6 support in the Linux kernel can be obtained from the 

Linux Documentation Project (Godoy, Hogbin and Komarinski). 

Apple Mac OS 
Apple’s Macintosh operating system, commonly known as Mac OS, has 

supported IPv6 since version 10.2. As seen in Figure 16 all versions of the Mac OS prior 

to 10.2 lack IPv6 support. 

Rating Operating System Status Recommendation / Installation Steps 

 
Mac OS X 10.2 
(and higher) 

This OS has basic 
IPv6 functionality 

Mac OS X uses an unknown version of the 
KAME network stack for its IPv6 
implementation. 
 
However, OS X does not support DHCPv6. 
 
More information is available here: 
http://ipv6int.net/systems/mac_os_x-
ipv6.html 

  Mac OS 9 
No IPv6 
functionality 

Please update to Mac OS X 10.2 or higher. 

Figure 16:  Apple OS Ratings 

 It is important to note that there are no green rated operating systems from Apple. 

As of the latest revision of OS X, version 10.6.7 “Snow Leopard”, the Mac OS is lacking 

support for DHCPv6. Apple has thus far provided no documentation or rational as to why 

support for this Address Distribution mechanism has been left out. 
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5.2.2 Performance Comparison Charts 

In order to demonstrate the real-world performance differences between IPv4 and 

IPv6 we created a test network in our lab and used the open source application iPerf to 

gather throughput data. Figure 17 shows the logical layout of our test network. 

 

Figure 17: Performance Lab Setup 

Our lab setup consisted of 3 clients and 3 servers—Windows XP, Windows 7, and 

CentOS for each— connected over gigabit links to a Cisco router. We then configured 

each client and server for IPv4 and ran load tests to create a throughput performance 

baseline. Once we obtained a baseline for IPv4 performance we reconfigured the network 

for IPv6 and reran each test. In order to prevent our results from being affected by the 

network stack performance on any given operating system, referred to from here on as 

Operating System Bias, we ran each test from the client OS we were collecting data on, 

to each one of our receiving servers. 
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In our performance charts you can see the throughput comparison of the IPv4 and 

IPv6 network stacks.  

• Blue represents traffic flowing from the Client to a CentOS server 

• Red represents traffic from the Client to a Windows 7 Server 

• Green represents traffic from the Client to a Windows XP server. 

Figure 18 shows the baseline IPv4 performance for Windows 7. This operating 

system showed the best general performance all around, reaching a maximum throughput 

of 580 Mbps. On average Windows 7 was able to transmit data at approximately 484 

Mbps. 

 

Figure 18: iPerf Results - Windows 7 Client to IPv4 Servers 
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IPv6 performance on the Windows 7 operating system, seen in Figure 19, shows a 

markedly different result. Throughput reached a cap of 710 Mbps and an average of 629 

Mbps. 

 

Figure 19: iPerf Results - Windows 7 Client to IPv6 Servers 
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Figure 20 shows the performance of UDP on Windows 7. A clear differentiation 

of IPv4 versus IPv6 performance is visible. On IPv4 Windows 7 was only able to achieve 

an average of 432 Mbps while on IPv6 the OS was able to reach an average of 653 Mbps. 

 

Figure 20: iPerf Results - Windows 7 UDP Traffic 
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Windows XP showed the most inconsistent performance on IPv4 and IPv6, as 

seen in Figure 21. When connecting to newer operating systems this inconsistency grew 

even more evident. In the IPv4 baseline tests Windows XP was able to reach a maximum 

of 391 Mbps while connecting to Windows 7, however in the same test we often saw a 

drastic and inexplicable drop in throughput, sometimes down as low as 4.19 Mbps. On 

average Windows XP achieved a throughput of 194 Mbps. 

 

Figure 21: iPerf Results - Windows XP Client to IPv4 Servers 
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Figure 22 demonstrates the improvement of Windows XP’s performance on IPv6, 

but also a similar inconsistency in performance. Windows XP saw a maximum IPv6 

throughput of 375 Mbps, coming in slightly lower than the 391 Mbps on IPv4, however 

the lowest speed recorded for IPv6 was 24 Mbps and the average throughput of IPv6 was 

270 Mbps, making the IPv6 network stack still preferable to the inconsistency of IPv4 on 

Windows XP. 

 

Figure 22: iPerf Results - Windows XP Client to IPv6 Servers 
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Surprisingly UDP performance of IPv4 and IPv6 on Windows XP, shown in 

Figure 23, was remarkably similar and extremely consistent. IPv4 throughput averaged 

266.2 Mbps while IPv6 averaged 276.1 Mbps. 

 

Figure 23: iPerf Results - Windows XP UDP Traffic 
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Linux CentOS showed the highest performance on IPv4 of any of the operating 

systems we tested, as can be seen in Figure 24. When connecting to another Linux server, 

CentOS was able to achieve a maximum throughput of 666 Mbps. The average IPv4 

performance on CentOS was recorded at 566 Mbps. 

 

Figure 24: iPerf Results - CentOS Clients to IPv4 Servers 
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Figure 25 shows that the change in performance from IPv4 to IPv6 was much less 

drastic in CentOS than in other operating systems. This is likely because of its 

surprisingly high IPv4 performance. CentOS was able to obtain a maximum throughput 

of 728 Mbps and an average 666 Mbps. 

 

Figure 25: iPerf Results - CentOS Clients to IPv6 Servers 
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Despite the comparatively small jump in TCP performance from IPv4 to IPv6, 

UDP tests in Linux, showed in Figure 26, demonstrate a radical difference in throughput 

performance. On IPv4, CentOS averaged only 444.7 Mbps while on IPv6, it was able to 

reach an average of 706.8 Mbps. 

 

Figure 26: iPerf Results - CentOS UDP Traffic 
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5.2.3 OPNET Overview 

The goal of using the OPNET Modeler software was to test the migration of an 

enterprise scale network to IPv6. Network performance was monitored throughout the 

migration process and recorded in terms of CPU utilization, throughput and latency. The 

purpose of this was to evaluate the effect of a phased IPv6 migration on the 

infrastructure. Our model was built to have sufficient size, complexity, and diversity to 

emulate an enterprise network. We chose to model our network design using elements of 

the University’s network, Cisco’s hierarchical network model, and the Enterprise 

Composite model.  

Figure 27 shows the top-level view of our original IPv4 only model. This model 

was used to collect baseline data on the performance of the network. 

 

Figure 27: Phase 1 Top-Level Network Model 
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After collecting baseline data, the second step of our phased approach was to enable IPv6 

in the core layer of our network system. The core layer is highlighted in Figure 28.  

 

Figure 28: Phase 2 Top-Level Network Model 
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Once our data collection for the core layer was complete we fanned outward and 

converted the distribution layer to IPv6. This section is highlighted in Figure 29. 

 

Figure 29: Phase 3 Top-Level Network Model 
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The final phase of our migration was to enable IPv6 in the access layer of our model. The 

access layer is highlighted in Figure 30. 

 

Figure 30: Phase 4 Top-Level Network Model 

 The results of our OPNET Modeler simulations can be found in Section 5.4.3: 

OPNET Modeler on page 67. 

5.3 Research 

5.3.1 IPv6 Translation 

This section serves as a brief explanation of IPv6 translation—specifically Cisco’s 

implementation Network Address Translation – Protocol Translation (NAT-PT). NAT-

PT10 is a stateful mechanism for translating between an IPv6 network and an IPv4 

network (Tsirtsis and Srisuresh). The translator keeps a table that lists sessions being 

                                                
10 Covered in more detail in RFC2766 
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translated. This translation table also contains information about the sessions going 

through the device, such as IPv4 and associated IPv6 addresses and what protocols are 

being used. No traffic can pass through the translator unless there is a corresponding 

entry for the session in the translation table. Each translation occurs as data is routed 

through the device, and clients on the network are generally unaware that translation is 

taking place. There are three components critical to our IPv6 translation implementation: 

Overload, IPv4-Mapping, and a DNS Application Layer Gateway. 

NAT-PT must have 1:1 address mappings from IPv6 to IPv4 for connections 

passing through it. This means that we would require address space of sufficient size on 

both ends of the translator. In an environment where this is not possible, the overload 

command can be used for a one-to-many configuration. NAT-PT with overload, more 

commonly known as NAPT-PT11, is a concept that is not unfamiliar to those that have 

configured legacy IPv4 NAT.  

Connections passing through a translator from the IPv6 domain come from many 

different IPv6 addresses—when translated, these source addresses are changed to match 

the address of the IPv4 interface of the translator. With overload, port numbers are used 

to differentiate between translated connections. This is similar to a home internet 

connection, where requests to resources on the internet, from a device on a home LAN, 

appear to be coming from the internet-facing interface of the home router. 

IPv4-mapped translation allows clients on the IPv6 side of the translator to access 

any device on the IPv4 side—not just devices that have been statically translated. 

Without this a translator would have to be configured to contain static entries for every 

                                                
11 Network Address Port Translation – Protocol Translation 
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IPv4 address12. In order to generate IPv6 addresses for devices on the IPv4 network, a 96 

bit prefix, on a different subnet than the address space used by clients, is configured in 

the translator. The last 32 bits of each dynamically generated address come from the 

hexadecimal translation of the destination IPv4 address. For instance, suppose our 

translator was configured with the prefix 2001:B1E5:5C0F:FEE::/64. An IPv4 device 

with the address 172.16.0.13 would be translated to AC100003 resulting in the IPv6 

address 2001:B1E5:5C0F:FEE::AC10:0003. 

DNS packets require special handling when being translated. Since DNS is 

responsible for resolving names to IP addresses, there is often IP addressing information 

embedded in the data portion of a DNS packet. This information would not normally be 

translated by an IP translation mechanism such as NAT-PT. Thus, an Application Layer 

Gateway (ALG) is required. A DNS-ALG takes DNS packets and converts the IP 

addresses within the data portion of the packet to the appropriate IP version. DNS-ALG 

is also a required component of the IPv4-mapped operation13. In NAT-PT, IPv4 devices 

external to the IPv6 environment require an entry in the translation table before 

communication can pass through the translator. DNS requests are the trigger that allows 

the translator to create table entries.  

Suppose there is a device on the IPv4 side of the translator with an address of 

172.16.0.13 and a name of ‘IPv4device’. Our IPv4 DNS server is configured to resolve 

‘IPv4device’ to 172.16.0.13 and our translator is configured to allow communication 

from the IPv6 network. If our 96 bit prefix was 2001:: the IPv4-mapped address for this 

host would be 2001::AC10:3. Any attempt to ping that address would result in a timeout 

                                                
12 While static translation is possible, in order for IPv6 clients to access a large IPv4 address space, such as the 
internet, IPv4 mapped translation is required. 
13 DNS-ALG is required to insert IPv4-mapped addresses into the translation table. 
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because there is no entry for the session in the translation table. If we were to ping the 

same device using the DNS name, the translator would calculates the IPv6-equivalent for 

the IPv4 address returned in the DNS query and create an entry in the translation table for 

the incoming traffic, allowing us to receive our echo replies.  

5.3.2 IPv6 Tunneling 

This section provides an explanation of tunneling as a networking technique, 

specifically how it is used between IPv4 and IPv6. This document also gives an example 

of a real-life implementation of network tunneling.  

Tunneling, as it pertains to computer networks, is a means of embedding one 

protocol inside of another. A typical tunneling scenario involves placing certain protocols 

into a transmission where they wouldn’t normally be seen. Figure 31 shows a standard IP 

packet as it would be seen during transmission.  

 

Figure 31: Layers visible in a normal IP datagram 

This structure works when there is only one protocol being used for network 

transmission, however if this particular packet was being transmitted using IPv6 it would 

only be able to travel to and from network nodes that are IPv6-capable. This can present a 

problem for administrators as they are enabling IPv6 throughout their network. IPv6 only 

segments could be left isolated from other network segments, disrupting the flow of 

communication across the network  
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Tunneling could be used to address this communication issue. It is possible to 

insert an IPv6 packet into an IPv4 packet so that it would look like the one shown in 

Figure 32, allowing the IPv6 packet to travel across the IPv4 network segments. 

 

Figure 32: Layers visible in a tunneled IP datagram 

Since the IPv6 packet is contained within an IPv4 packet, an IPv4 router does not 

recognize the IPv6 header as a header and interprets it as additional data. Once the packet 

is delivered to an IPv6-capable destination, the IPv4 packet is stripped away and the IPv6 

header is used to properly route the packet. 

A common use of tunneling is to provide IPv6 connectivity to an organization that 

has not implemented native IPv6 connectivity at all. These tunnels usually terminate at a 

configured server on the LAN, and are provided by organizations known as tunnel 

brokers (Durand, Fasano and Guardini)14. It is important to understand that tunnel brokers 

require all IPv6 traffic be sent to and originate from their infrastructure. Due to this 

stipulation, it is recommended to not use this tunnel for any kind of sensitive information. 

Tunneling can also provide IPv6 connectivity through a network segment that has 

not yet been converted to IPv6. Most migrations to IPv6 will be slow, and implemented 

in phases. A Network Administrator will need to deploy IPv6 where needed, without 

increasing costs, making drastic changes to the network or interfering with an enterprise’s 

                                                
14 RFC 3053 details the role of tunnel brokers in IPv6 tunneling scenarios. 
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daily operations. He or she would configure the network to send IPv6 traffic to a virtual 

interface on a router. This traffic would then be encapsulated within an IPv4 datagram 

and sent to another IPv4 destination on the network. 

There are several types of tunnels, each with unique benefits and configurations 

(Cisco). These tunnels can be classified into two main categories. Some common tunnel 

types are listed below. 

• Point-to-Point or Manual Tunnels– These tunnels are explicitly configured at 

each endpoint, and are called ‘configured tunnels’. Due to the manual 

configuration of point-to-point tunnels, they do not scale well but do provide a 

greater level of control. 

o Manual – Simple point-to-point tunnels configured manually at each 

endpoint. They can carry only IPv6 packets. 

o Generic Route Encapsulation (GRE) – Tunnels able to carry more than 

IPv6 packets. GRE tunnels are relatively commonplace as a networking 

practice. 

• Point-to-Multipoint or Automatic Tunnels – These tunnels do not require an 

explicitly configured destination as the IPv4 destination is calculated directly 

from the IPv6 destination address on a per-packet basis.  

o IPv4-compatible –The addressing used is in a ::/96 format, allowing the 

remaining 32 bits to be mapped to an IPv4 address. This style of tunneling 

is outdated and most vendors discourage its use. 
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o 6to4 – Many tunnel brokers around the world use this protocol as it takes 

advantage of IPv6’s anycast capabilities15.  

The Cisco 260011XM platform was used in this section. It was running IOS 

12.3(23). Figure 33 depicts a small network with two IPv6 subnets, one between R1 and 

R3, and the other between R2 and R4. The link between R1 and R2 is IPv4-only. All four 

routers’ physical interfaces have been assigned the network addresses depicted. This 

example will provide IPv6 connectivity between the two IPv6 subnets over the IPv4-only 

link by creating a tunnel from R1 to R2. 

 

 

Figure 33: Basic tunnel scenario 

The first step toward creating a tunnel is to enable IPv6 unicast routing on each 

router by entering the global configuration mode and keying: 

ipv6 unicast-routing 

                                                
15 Anycast routing allows datagrams to be sent to whichever router in a group of equivalent routers is 
closest, to allow load sharing amongst routers and dynamic flexibility if certain routers go out of service. 
Datagrams will automatically be delivered to the device that is easiest to reach. 
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Next, a virtual interface must be created to handle all of the tunneled traffic. On 

the routers that will serve as the endpoints of the tunnel (R1 and R2 in this example), this 

interface is configured by entering the global configuration mode and keying: 

 interface Tunnel0 

This creates a new virtual interface with the name of ‘Tunnel0’ and automatically enters 

into its interface configuration mode. In order for IPv6 traffic to be encapsulated and 

routed through the tunnel an IPv6 address needs to be assigned to the newly created 

virtual interface. On R1, this is done by keying16: 

 ipv6 address 2001:0:0:2::1/64 

A nearly identical command is entered on R2, but with a different IPv6 address by 

keying: 

 ipv6 address 2001:0:0:2::2/64 

Next, the tunnel needs to be configured to have a source and destination address. 

These would be IPv4 addresses since the tunnel is operating on IPv4 and simply carrying 

the IPv6 traffic as data. The source and destination addresses of the tunnel are assigned to 

each router based on its position relative to the tunnel. For example, when configuring the 

tunnel on R1, the source of the tunnel is 1.1.1.1 since that is the address belonging to R1. 

The destination is 1.1.1.2 since that is the address belonging to R2. To configure this on 

the Tunnel0 interface, enter the interface configuration mode for Tunnel0 on R1 and key: 

tunnel source 1.1.1.1 

tunnel destination 1.1.1.2 

                                                
16 An interface name can also be used, in place of an IP address, for the source and destination parameters of the tunnel. 
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Enter similar commands on R2, but adjust the source and destination to reflect the 

router’s position by keying: 

tunnel source 1.1.1.2 

tunnel destination 1.1.1.1 

The final step in configuring the tunnel is to tell the routers what type of tunnel 

Tunnel0 is supposed to be. This will need to be designated on both endpoints of the 

tunnel. Since this example pertains to a manual IPv6 tunnel, an administrator would enter 

the interface configuration mode of Tunnel0 on both routers and key: 

 tunnel mode ipv6ip 
 

A tunnel now exists between R1 and R2. The best way to test the tunnel is to ping 

one of the IPv6 endpoint addresses from the other, in this case, a ping from 2001:0:0:2::2 

to 2001:0:0:2::1 over the physical link between R1 and R2. Figure 34 shows a packet 

capture of this ping which illustrates the communication flowing successfully in both 

directions.  

 

Figure 34: Packet Capture of a Successful Tunnel 

Notice that the Internet Protocol layer shows that a packet is being sent from 

1.1.1.2 (R2) to 1.1.1.1 (R1), the IPv4 addresses of the routers. This is expected since it is 

an IPv4-only segment of the network. However, the next layer shows another Internet 

Protocol layer. This is the encapsulated IPv6 information located within the IPv4 traffic. 

Once the packet reaches the virtual interfaces that were configured during the creation of 
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the tunnel, the IPv4 information will be stripped away and the IPv6 headers will allow the 

traffic to be properly routed. 

Despite the advantages of tunneling, there are some issues with using it as a 

transitional technology. First, tunnel brokers will require that traffic be routed through 

their servers and that may provide security concerns for an enterprise wishing to transmit 

sensitive material over the network. Second, since tunneling doesn’t operate according to 

industry standards like the OSI model, many network devices are not compatible with 

tunneling. Firewalls on the network may not be able to properly inspect tunneled traffic, 

so it will be blocked. Third, it is possible that a tunnel can present a security risk as 

tunneled traffic can be unmonitored. A network administrator will have to ensure proper 

security measures are in place before implementing tunneling as a transitional 

technology. 

Tunneling is useful during an IPv6 migration to ensure maintained connectivity 

on a network where there are both IPv4 and IPv6 network segments. It is not without 

problems that an enterprise must consider, however, and it will need to be properly 

secured and maintained. 
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5.3.3 Dual-Stack 

This section provides information the Dual-Stack technique of implementing 

IPv6. It is intended for anyone who wishes to know more about this phase of an IPv6 

migration. Dual-Stack is the concept of running both IPv4 and IPv6 on a network 

concurrently, as demonstrated by the diagram in Figure 35. 

 

Figure 35: Example of a Dual-Stack network 

This configuration allows an enterprise to communicate with devices that use 

either protocol. It is currently the best available way to reach IPv4 and IPv6 devices. 

Dual-Stack can also serve to assist other transitional technology implementations. 

Tunneling, for example, requires Dual-Stack capable devices on either side of the IPv6 

tunnel. 
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A device is considered capable of Dual-Stack if it can run both IPv4 and IPv6 

with the same level of performance. There may be protocol-dependent devices or services 

within the enterprise, and it is important to maintain both IPv4 and IPv6 to ensure these 

devices can still function. The Network Administrator will have to monitor network 

traffic to ensure that performance doesn’t suffer with either protocol.  

One of the most important things to keep in mind when implementing Dual-Stack 

is how it interacts with DNS. Dual-Stack answers DNS queries with both an IPv4 record, 

(an A record), and an IPv6 record, (an AAAA record). The applications on the network 

then must decide which protocol best suits the required task. Due to this functionality, it 

is important to ensure that DNS is configured properly to provide accurate information to 

the applications. 

Dual-Stack allows for communication with devices that use either IPv4 or IPv6. It 

is a transitional technology that offers enterprises the ability to reach the most people and 

take advantage of the newer IPv6. A Dual-Stack environment also gives the Network 

Administrator the time to examine his or her infrastructure and determine the best way to 

migrate to a native IPv6 environment. It is because of these factors that Dual-Stack is the 

best transitional technology to use in a long-term enterprise migration strategy. 

5.4 Toolkit Appendices 

5.4.1 Address Distribution 

This section provides information about IPv6 address distribution. It is intended 

for network engineers considering how to best address their networks in an IPv4 to IPv6 

migration. 



   

54 
 

Many of the immediately obvious differences between IPv4 and IPv6 are directly 

related to addressing. Not only are IPv6 addresses much longer than IPv4 addresses, but 

unlike IPv4, they are presented in a hexadecimal notation. A typical IPv4 address is 

shown below: 

192.168.0.1  

This address is shown with the traditional “dotted quad” notation. It is written in 

decimal form, also known as base-10 notation. Each segment, known as an ‘octet’, is 

composed of 8 binary bits resulting in a total address size of 32 bits. Each octet can have 

a value anywhere from 0 to 255. This gives IPv4 a total of 4,294,967,296 possible 

addresses. However it should be noted that certain ranges of addresses are dedicated to 

testing, or reserved for special use. Every IPv4 address is accompanied by a subnet mask. 

A subnet mask is used to inform a device which part of the address identifies the 

network, and which identifies the host. Consider the following subnet mask: 

 255.255.0.0 

Given the address ‘192.168.0.1’ this subnet mask indicates that the first two 

octets, ‘192.168’, are identifying the network portion of the address. A subnet mask can 

also be represented in CIDR17 notation. The CIDR notation of an IP address is show as a 

‘/’ followed by the number of bits in the network portion of the address. Our subnet 

mask, ‘255.255.0.0’, would be shown as ‘/16’ in CIDR notation. 

An IPv6 address is represented considerably differently but utilizes many of the 

same concepts as IPv4. IPv6 addresses are still composed of network and host portions, 

like IPv4, and IPv6 addresses use CIDR notation, like IPv4. IPv6 addresses are also 

composed of multiple segments—called quartets instead of octets—however segments 
                                                
17 Classless Inter-Domain Routing 



   

55 
 

are delimited by colons instead of periods. Addresses in IPv6 are made up of 128 binary 

bits, shown as hexadecimal characters. The following is an example of an IPv6 address: 

 2001:23BC:0000:2200:0000:0000:0000:0001/64 

The 128 bits—each with a possible range of 0 to 255—in an IPv6 address provide 

an extremely large number of possible addresses, over 340 undecillion. The ‘/64’ at the 

end of the address means that the network portion of the address is composed of the first 

64 bits, and that the last 64 bits describe the host portion, often referred to as the ‘host 

identifier’. This division of is typical of an IPv6 address. While it is possible to use 

different divisions it is not recommended. The fourth quartet of an IPv6 address is known 

as the subnet identifier. This section is used to identify which subnet the address is a 

member of. 

The RFC18 IPv6 Address Assignment to End Sites is a best-practices document 

from the Internet Engineering Task Force that explains the best ways to distribute IPv6 

address blocks to end sites, such as an enterprise (Narten, Huston and Roberts). Previous 

RFC’s declared ‘/48’ the best size address space to assign to end-sites—which would 

provide end sites with 65,536 usable subnets each with 18,446,744,073,709,551,616 

(over 18 quintillion) usable addresses. This recommendation was largely viewed as 

wasteful and the official recommendation was changed. The IETF currently recommends 

end sites use ‘/56’. This provides 255 usable subnets. It is important to make careful use 

of each subnet as IPv6 subnets contain many times more hosts than IPv4 subnets.  

In IPv4, Dynamic Host Configuration Protocol (DHCP) was used to distribute 

network configuration information to hosts. This protocol has been updated (DHCPv6) to 

                                                
18 Request for Comments. New standards proposals submitted to the IETF are referred to as RFCs and 
assigned a unique identifier. 
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provide configuration information to IPv6 clients as well. IPv6 provides other methods of 

address distribution as well and as a result support for DHCP in IPv6 is less widespread 

than in IPv4. Only a small number of operating systems have the capability to operate as 

a DHCPv6 server and some operating systems, such as Apple’s Mac OS, don’t even 

support DHCPv6 auto-configuration. 

The most common alternative to DHCPv6 is the use of Stateless Address 

Autoconfiguration (SLAAC), also known as Router Advertisements. SLAAC is a 

function of the Neighbor Discovery protocol, which runs on ICMPv6. It works much the 

same way as DHCP with one important difference. DHCP requires a centralized server, 

or cluster of servers, to track devices that are assigned addresses. SLAAC announces 

configuration information to a multicast19 group that includes all network devices. 

Individual devices choose whether or not to use the information being broadcast.  

There are pros and cons to consider for each address distribution solution. 

DHCPv6 is stateful meaning that information is kept on each device’s particular 

configuration, but support is lacking. SLAAC is stateless, meaning it is not possible to 

track device configuration, but SLAAC can be implemented without the need for 

additional equipment and it supports a wide variety of devices. Ideally, it would be best 

to provide client IPv6 address information using SLAAC and DHCPv6 to provide 

auxiliary information, such as DNS and WINS, and to track device configuration. 

SLAAC provides special flags that can be set to indicate to a client that DHCPv6 should 

be used for retrieving additional information. This configuration offers the best of 

SLAAC and DHCP and ensures maximum compatibility with clients. 

                                                
19 Multicast is the transmission of information to a group of destination devices simultaneously in a single 
burst. 



   

57 
 

5.4.2 IPv6 Security 

This section is meant to be a source of information for IPv6 security topics, with 

the intention of bringing network engineers up to speed on new—and old—security 

topics as they relate to IP networking. The concept of IPv6 security is very broad, and 

like any form of security, it is always changing. As a result of this ever changing nature, 

any information contained within should not be used as a comprehensive source that one 

can use to make their IPv6 network “attack proof”. This document will help make 

network engineers IPv6 ready by highlighting some key areas of IPv6 security, and 

referring to more exhaustive articles and documentation where more detail is needed. 

It is common to hear that IPv6 is more secure than its predecessor. While it’s true 

that IPv6 was designed to be the bigger, better version of the Internet Protocol, it is not 

inherently more secure. The network administrator is ultimately responsible for utilizing 

the tools at his/her disposal to properly secure his or her network. 

Many of the concepts discussed within this document are taken from SP800-119: 

Guidelines for the Secure Deployment of IPv6 by the National Institute of Standards and 

Technology (NIST). This document is widely regarded as a leading source of information 

about the IPv6 protocol, with a specific focus on security implications. IPv6 is a broad 

topic; this document will detail what is seen to be some of the more important areas of 

focus, but close attention should be paid to the in-line references to other resources in the 

industry. 

Some preliminary information is needed to understand the vulnerabilities discussed in 

this document. Following is a brief explanation of these concepts. 
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Stateless Address Autoconfiguration, or SLAAC, is a term frequently seen in 

IPv6 network design. SLAAC allows network devices to determine network 

configuration by collaborating with other network devices, instead of receiving it from a 

centralized source. There are many benefits to using SLAAC, and there are also 

drawbacks. If it is not properly configured and protected, a network running SLAAC 

could be brought to a halt by attackers. 

IPv6 clients require some means of acquiring configuration, so that they can operate 

on the network. Unlike IPv4, which relies on DHCP, IPv6 has two methods of obtaining 

this configuration. 

• Stateful Configuration 

o DHCPv6 (Dynamic Host Configuration Protocol for IPv6) 

• Stateless Configuration 

o SLAAC (Stateless Address Autoconfiguration) 

A common misconception about IP-based networks is that Network Address 

Translation (NAT) is a suitable means of security because it hides the topology of any 

network behind it. However, NAT was never intended to be used as a security 

mechanism—it was only intended to rewrite the source address field of an IP datagram. 

This can be used for a variety of things, but the common use is to provide connectivity to 

many devices that need to share a single public IP address. This is typical for home 

internet connections. 

Using NAT is detrimental to the idea of end-to-end connectivity—a concept that 

is crucial to the Internet. IPv6, due to its large address space, has no need for mechanisms 

like NAT and can provide the end-to-end connectivity Internet enabled devices were 
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meant to have. Regardless, NAT is useful to obfuscate the topology of an organization’s 

network and prevent attackers from learning sensitive details about how the network is 

configured. In order to accomplish this goal without compromising the integrity of the 

end-to-end connectivity that IPv6 provides, the IETF released RFC 4941: Privacy 

Extensions for Stateless Address Autoconfiguration in IPv6. Using Privacy Extensions, 

the last 64-bits of an address is randomly generated, preventing internet entities from 

tracking a device as it communicates across the Internet. This 64 bit interface ID is 

regenerated at scheduled intervals to further protect the identity of the device. 

This mechanism is especially useful for devices that utilize the EUI-64 format, 

which contains a devices’ full MAC address, for addressing. It is recommended that 

Privacy Extensions be used wherever clients require communication outside of the 

organization’s network. Privacy Extensions should not be used internally, if network 

management applications are in place, since they effectively render the device sending 

the traffic anonymous. 

IPSec is a protocol suite that works to secure IP communications by providing 

authentication and encryption for each IP packet of a communication session. IPSec was 

designed for use with IPv6 but was later back-ported to work on IPv4 networks20.  

It is more advantageous to run IPSec over IPv6, as opposed to IPv4, because of the fact 

that NAT is no longer needed in IPv6. Mechanisms like NAT or IPv6 Translation break 

end-to-end security. The massive address space of IPv6 practically eliminates the need 

for NAT mechanisms, making IPSec operation much easier and cleaner. 

                                                
20 It is a common misconception that IPSec is required to run an IPv6 network. While the IPv6 specification 
requires that any device running IPv6 support IPSec, it is not required to run IPSec on an IPv6 network. 
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There are two relatively new means by which a hacker can wreak havoc on an 

IPv6 network. These two vulnerabilities can be exploited using tools that are part of the 

“thc-ipv6” suite by The Hacker’s Choice (The Hacker's Choice). This suite is built into 

recent versions of the BackTrack Linux distribution (Backtrack Linux). Both these tools 

are extremely easy to use and anyone with a rudimentary knowledge of the Linux 

command line could use them to attack a network. 

FLOOD_ROUTER6 
This script was made to take advantage of the inherent weakness in operating 

systems that blindly accept IPv6 Router Advertisements. The tool floods a network with 

hundreds of fake router advertisements per second. Most Linux distributions defend well 

against this type of attack, accepting none of the spoofed router advertisements. Windows 

operating systems however, blindly accept each advertisement, adding the IPv6 address, 

the temporary IPv6 address and the Default Gateway information provided in the fake 

Router Advertisement being sent. This behavior is present even in the most recent 

Windows operating systems. Figure 36 shows the output of the ‘ipconfig’ command run 

on a Windows 7 laptop that was attacked with the FLOOD_ROUTER6 script. 
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Figure 36: Ipconfig output on a Windows 7 device 

Windows accepted each advertisement and as a result thousands of IPv6 

addresses were added. This caused so much stress on the CPU and memory that the 

device became completely unresponsive and required a hard reboot to clear the fake 

addresses in memory. Executing this attack can be devastating to all clients on the 

network. Figure 37 shows the output of the FLOOD_ROUTER6 script in BackTrack 4. 
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Figure 37: FLOOD_ROUTER6 output in Backtrack 4 

Within seconds, the Windows client becomes completely unresponsive, and CPU 

utilization is maxed out. Memory utilization on the target device also begins to increase. 

These effects can be seen in the screenshot in Figure 38. 

 

Figure 38: Performance statistics found in the Task Manager of Windows 7 
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Router Advertisements are sent to the multicast group ff02::1—essentially a 

Layer 2 broadcast group. This means all devices in the broadcast domain would be 

affected by this attack. Depending on the network design this could affect hundreds of 

devices, causing catastrophic network failure within seconds. 

FAKE_ROUTER6 
This attack is a bit more complex and requires a working understanding of 

networking concepts and IPv6 specifically. The concept of the FAKE_ROUTER script is 

a textbook man-in-the-middle attack, in which the attacker positions themselves between 

the victim and whatever the victim is communicating with, in an attempt to intercept 

transmissions. 

This script accomplishes that goal by exploiting the same router advertisement 

vulnerability that FLOOD_ROUTER6 does. The attacking machine is reconfigured to act 

as an IPv6 router, forwarding all traffic to a legitimate router, so that clients’ network 

connectivity is uninterrupted. Then a single router advertisement is sent across the 

network with the highest possible priority, to ensure that the attacking machine becomes 

the default router for clients on the network. At this point, it is a simple matter for a 

hacker to open a network sniffer tool like Wireshark to capture the flow of network 

traffic from other clients that are willingly sending traffic to the attacking device. 

An IETF draft was published in September 2010 introducing a new mechanism, 

known as RA Guard, designed to prevent attacks that exploit the use of Router 

Advertisements. (Levy-Abegnoli, Van de Velde and Popoviciu) The most common 

implementation of RA Guard is the Secure Neighbor Discovery (SeND) mechanism. This 

mechanism requires authentication for all Router Advertisements. It is also possible to 
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defend against this kind of attack by filtering outbound router advertisements at the 

switch port. 

It is important to note that the attack tools in the “thc-ipv6” suite have already 

been updated to include mechanisms that could potentially allow an attacker to evade 

these defensive techniques. 

The large majority of IPv6 deployments will not happen overnight. As such, there 

is a need for gradual deployment through IPv4 and IPv6 coexistence technologies. There 

are several transitional technologies that can be leveraged to maintain connectivity during 

an IPv6 migration, but each carries with it serious security implications that, if not 

addressed, could leave networks vulnerable to attack. 

IP Translation is often the first technology to be considered for a move to IPv6. 

Translation is the process of taking an IPv4 packet and rewriting it to become an IPv6 

packet. There are many ways to do this but for the purposes of this document it is only 

important to know that there are two different types of translation. 

Translation can be either stateful or stateless. Stateless translation allows 

connections through the translator to take many different forms, with no persistent record 

of each connection. From a security perspective, this is the better option. IP packets are 

simply rewritten using a predefined set of rules as they pass through the translator. This 

also eliminates the need to allocate resources on the translator to track each session. 

However a large number of applications do not work through a stateless translator. 

Stateful translators build a table of connections being passed through them and translate 

packets based in the data they contain. This allows applications to create session aware 

connections through the translator without ever knowing that IP translation is occurring. 
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Stateful translation is less disruptive to applications and therefore it is often the 

preferred method. However, since each session’s connection state is kept within the 

translator, a number of resources—like memory—must be allocated to make sure this 

data can be preserved. This not only presents scalability issues, depending on the 

capabilities of the device, but also provides attackers with an appealing target. By 

generating large amounts of false traffic using a packet forming tool, an attacker can 

deplete the resources of the translator and stop traffic flow on he network. Many stateful 

translators also use a pool of available IP address space and/or ports to identify unique, 

connections. An attacker, using the same method, could deplete the addresses or ports 

available to the translator, effectively preventing the translator from accepting more 

connections. This is a form of Denial of Service attack and the primary reason it is not 

recommended to deploy stateful translation at the network edge. 

In addition to the vulnerabilities present in translation devices, most network 

security mechanisms do not work through translation. Security suites such as IPSec use 

checksums to verify that traffic has not been unjustly modified since its transmission. 

Translation completely rewrites packets as they pass through a translator. Since the traffic 

is dramatically changed while it is en route to the destination, this security checksum 

becomes invalid and traffic is rejected. For the same reason, DNSSEC will not work 

through a translator—especially those that perform DNS Application-Layer translation. 

Tunneling is a way to bring IPv6 connectivity to segments of a network by 

encapsulating IPv6 datagrams within IPv4 traffic. The biggest security concern those 

interested in tunneling is the fact that many security devices—even ones that are “IPv6 

ready”—are not capable of inspecting IPv6 traffic within a tunnel.  Organizations should 
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ensure that their network security infrastructure is capable of inspecting tunneled traffic 

before implementing IPv6 tunneling. 

By default the tunneling protocols used in an IPv6 migration do not encrypt 

tunneled traffic. This can be dangerous in many cases, especially if the tunnel leaves the 

secured internal network. This can be circumvented by using GRE tunnels and securing 

the IPv6 traffic contained with using IPSec. Tunnel endpoints can also be a security 

concern for organizations deploying IPv6. Tunnel endpoints present an attractive target 

for attackers as the traffic within a tunnel could have originated from anywhere within the 

organization’s network. NIST’s recommends that organizations treat tunnel endpoints as 

external interfaces. Each endpoint should be subjected to the same rules and security 

practices that an edge entry point to your network would (National Institute of Standards 

and Technology).  

Microsoft Windows operating systems include two specific modes of tunneling, 

known as Teredo and ISATAP, which are enabled by default. These tunnels are intended 

to easy deployment of IPv6 to home users and actively seek public IPv6 tunnel endpoints. 

Teredo and ISATAP should be considered security risks unless a strict plan for 

intelligently deploying them is implemented. Teredo can easily be exploited by an 

attacker operating a public Teredo server that accepts tunnel establishment connections 

from the Internet. It is recommended that enterprises disable Teredo and ISATAP on all 

devices that do not need them (National Institute of Standards and Technology). The 

default domain policy in a Microsoft Active Directory domain will disable Teredo by 

default and most modern firewalls are capable of blocking Teredo traffic. Teredo packets 

use the address range 2001::/32 and operate under UDP port 3544. However, it is 
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possible to run Teredo on a non-standard port, so it is best to use Deep Packet Inspection 

to ensure that unauthorized traffic is properly blocked. 

It is important to remember that, although dual-stack is the preferred method of 

transitioning from IPv4 to IPv6, it exposes every network node to the vulnerabilities of 

both IPv4 and IPv6, plus any new vulnerability that may result from unintended 

interactions between them (National Institute of Standards and Technology 6-11). When 

deploying a dual-stack environment security mechanisms, including firewalls and 

IDS/IPS21, must be evaluated to ensure they can properly protect dual-stack network 

segments. DNS is critical to a dual-stack environment and should be properly secured. 

Network nodes should also be configured to prefer IPv6 when possible. 

Perhaps the most important fact is that running both protocols simply results in a 

much more complex environment. As a result, administrators should ensure that security 

policies and general best practices are followed. 

5.4.3 OPNET Modeler 

This section serves as documentation for the network modeling conducted using 

OPNET for our Enterprise IPv6 Migration Toolkit. Data gathered and within this 

documentation is intended to aid enterprises in deciding when to migrate to IPv6. 

The primary purpose of using OPNET Modeler in this project was to examine one 

method of network migration to IPv6. We used the OPNET Modeler to monitor network 

performance during an IPv6 migration of an enterprise. We created a logical enterprise 

network and migrated the core of the network—moving out toward the network edge—

                                                
21 Intrusion Detection System/Intrusion Prevention System 
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using a phased approach. We gathered performance data in each phase as IPv6 was 

enabled. We wanted to document how the network was affected using this methodology. 

A list of metrics was devised, including where data was measured within the 

network and what data was gathered from each location. Since the data was gathered in 

phases from network areas within the core, distribution, and access layers, we could 

really measure how such a phased approach affected each area of the network. We chose 

to collect data on CPU utilization, throughput and latency because we felt they would be 

heavily affected during the migration to IPv6. 

Before beginning the migration, we collected a baseline of these metrics in a 

native IPv4 environment. These baselines were used as a comparison for the results 

gathered during and after migration. 

We constructed our model to emulate a large enterprise network. We wanted our 

model to have the sufficient size, complexity, and diversity of a large enterprise network, 

while allowing us to conduct the migration in several phases. We chose to model our 

network design using elements of the University’s network, Cisco’s hierarchical network 

model, and the Enterprise Composite model.  

While we did not want use our model to focus on the performance of applications 

during an IPv6 migration, it was important to include some applications in order to 

emulate real-world network traffic. This provided us with a more accurate picture of the 

impact of a phased IPv6 migration on a network. 

Several applications were defined and configured to generate a specific amount of 

traffic. The applications we defined were: 

• HTTP – Light and Heavy 
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• Database – Medium 

• Voice – IP Telephony 

• Email – Medium 

• Video – High Resolution 

• FTP – Medium 

Profiles can be defined as groups of users within the model. These groups of users 

would each generate different types of traffic on the network. We determined some 

profiles in Figure 39 and defined what applications they would use most.  

Name Description Applications22 
Developers These users develop applications within 

the organization. They communicate often 
with the central database and web servers 
as well as store files in a centralized FTP. 

• Database(Medium) 
• HTTP(Heavy 

Browsing) 
• FTP(Medium) 

Accountants These users are responsible for financial 
records. They generate a large amount of 
traffic to the centralized, web-based 
accounting application. 

• HTTP(Heavy 
Browsing) 

• Email(Medium) 

Executives These users include the leadership of the 
organization. They generate a large 
amount of email traffic, as well as 
significant amounts of voice and video 
traffic. 

• Email(Medium) 
• Voice(IP Telephony) 
• Video(High 

Resolution) 

Marketing These users are in charge of building the 
company brand and taking care of 
advertising. They are frequent users of 
email and voice applications. 

• Email(Medium) 
• Voice(IP Telephony) 
 

R & D These users are responsible for innovating 
new ideas and products for the 
organization. They generate a significant 
amount of FTP traffic as well as light web 
browsing. 

• HTTP(Light) 
• FTP(Medium) 

Figure 39: Profile Definitions 
                                                
22 Detailed breakdowns of each application can be found in the appendix 
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We set up these profiles to have multiple applications linked to them and to 

generate traffic simultaneously. This was configured this way to generate consistent 

traffic across the network throughout each simulation. 

OPNET Modeler has a property on many of its network devices called ‘Supported 

Services’. This is used to define what applications run on a device that clients can 

connect to. Each node needs to be configured to have a profile containing the desired 

application definitions for that node. Additionally, a network device also must be 

configured that can respond to the application requests. Several servers in the network 

core were configured to provide connectivity for the applications used in this model. 

The purpose of using the OPNET Modeler software was to evaluate the effect of a 

phased IPv6 migration on the infrastructure. In order to achieve this, collecting the right 

data during simulations and remaining consistent with the data being gathered was 

important. If we kept consistent, any variations we observed could be attributed to 

changes occurring during the migration phases. 

It was important to monitor IPv6 traffic at all points in the network during all 

phases, including the IPv4-only baseline testing. IPv6 data was nonexistent during the 

IPv4-only baseline simulations. Data from subsequent phases showed a certain amount of 

IPv6 growth within the network. This provided information on how much growth to 

expect during and after an IPv6 migration. 

We conducted 4 simulations each representing a different migration phase and saved 

them as separate scenarios within our model. We set our simulations to run for 30 virtual 

minutes with simulated network activity. The simulations each demonstrated different 
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points of the migration process until the entire network was migrated to IPv6, with data 

collected after each scenario. 

1. A baseline simulation with IPv6 disabled at all points on the network. 

2. A simulation after the migration of the network core to IPv6. 

3. A simulation after the migration of the distribution layer to IPv6. 

4. A simulation after the migration of the access layer to IPv6. 

We represented our data from these simulations in two ways. If the data was 

consistent throughout the simulation, the value of that data was used. If the data showed a 

degree of variance, we used the OPNET Modeler software to determine an average of 

that data. Since we were comparing each device’s performance to itself across the 

scenarios, we felt this was acceptable provided we stayed consistent with our 

methodology across the different simulations.  

Figure 40 shows an illustration of how this worked. The graph on the left shows 

variation in the data throughout a simulation. As a result, OPNET Modeler can generate 

the graph on the right providing an average of each dataset. As long as that methodology 

is used for the device across all simulations, it is acceptable to use the data generated.  
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Figure 40: "As Is" vs. "Average" 

Phase 1 – IPv4 Only 

This simulation was primarily run to establish a baseline comparison before and 

after each phase of an IPv6 rollout. During this phase, no IPv6 connectivity was present. 

All network nodes had IPv6 disabled. The results are shown in Figures 41 and 42.  

Network Region IPv4 Packets/Sec IPv6 Packets/Sec 
S.P. Edge - Routers 4,300 0 
S.P. Edge - Firewalls 4,300 0 
Distribution - HQ 35,500 0 
Distribution - MFG 22,200 0 
Distribution - IT 4,900 0 

Figure 41: Phase 1 - General Traffic Statistics 

Network Region CPU Utilization 
S.P. Edge - Routers  1.08% 
S.P. Edge - Firewalls 9.50% 
Distribution - HQ 8.90% 
Distribution - MFG 5.50% 
Distribution - IT 1.24% 
Figure 42: Phase 1 - Router CPU Utilization 
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The traffic and CPU statistics were as expected – routed traffic at the distribution 

level was highest, showing that the majority of traffic was generated at the organization 

headquarters. A relatively small amount of traffic was observed at the Service Provider 

Edge. This was expected because only two application servers were placed in this zone. 

Phase 2 – IPv6 Enabled at Core Layer 

We used this phase to emulate an organization’s first steps in an IPv6 migration. 

We converted all devices at the Service Provider edge, including the network nodes being 

used to emulate the Internet to IPv6. As an organization will wish to maintain 

connectivity with the outside world; this seemed like the logical first step in migration. 

Figures 43 and 44 show the results of this simulation. 

Network Region IPv4 Packets/Sec IPv6 Packets/Sec 
S.P. Edge - Routers 8,600 <1 
S.P. Edge - Firewalls 8,600 <1 
Distribution - HQ 35,500 <1 
Distribution - MFG 22,200 <1 
Distribution - IT 4,900 <1 

Figure 43: Phase 2 - General Traffic Statistics 

Network Region CPU Utilization 
S.P. Edge - Routers  2.18% 
S.P. Edge - Firewalls 19.00% 
Distribution - HQ 8.90% 
Distribution - MFG 5.50% 
Distribution - IT 1.24% 
Figure 44: Phase 2 - Router CPU Utilization 

Some IPv6 traffic was observed in this phase, but averaged over time, this was 

insignificant. These were likely mostly ICMPv6 traffic or OSPFv3 ‘hello’ packets – 

functions of the IPv6 network itself, and not generated by any specific application. The 

devices that were migrated to IPv6 seemed to show an increase in CPU Utilization likely 

caused because they were running two protocols, which required more processing power. 
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Phase 3 – IPv6 Enabled at Distribution Layer 

We used this phase to look at the impact of our next step in an IPv6 migration – 

providing IPv6 connectivity at the distribution layer. It is at this point that an IPv6 

migration can become geographically diverse. IPv6 was enabled on the routers at the 

distribution layer. In our simulation, there were two routers for each building, totaling 6 

routers. The results of this simulation are shown in Figures 45 and 46. 

Network Region IPv4 Packets/Sec IPv6 Packets/Sec 
S.P. Edge - Routers 6623 ~1 
S.P. Edge - Firewalls 6650 ~1 
Distribution - HQ 18,000 ~1 
Distribution - MFG 10,050 ~1 
Distribution - IT 9,750 ~1 

Figure 45: Phase 3 - General Traffic Statistics 

Network Region CPU Utilization 
S.P. Edge - Routers  1.68% 
S.P. Edge - Firewalls 14.65% 
Distribution - HQ 4.50% 
Distribution - MFG 2.50% 
Distribution - IT 2.40% 
Figure 46: Phase 3 - Router CPU Utilization 

The observed IPv6 traffic was similar to the results of Phase 2. An insignificant amount 

of IPv6 traffic was being generated, likely by the network devices themselves. 

Of note, however, was the observed drop in CPU utilization. This was 

unexpected, since there wasn’t a significant amount of IPv6 traffic being generated. 

Additionally, IPv4 traffic dropped significantly.  
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Phase 4 – IPv6 Enabled Everywhere 

We used this phase to examine the impact of arguably the most difficult and most 

time consuming, phase in an IPv6 rollout – the migration of the access layer, and the end-

users associated with it. In our model, groups of end-users were simulated using 

100BaseT LAN nodes. We simulated IPv6 connectivity for these users by enabling IPv6 

on the 100BaseT LAN nodes. The results of this simulation are shown in Figures 47 and 

48. 

Network Region IPv4 Packets/Sec IPv6 Packets/Sec 
S.P. Edge - Routers 1,250 1,250 
S.P. Edge - Firewalls 1,300 1,300 
Distribution - HQ 14,600 14,600 
Distribution - MFG 12,300 12,300 
Distribution - IT 3,900 3,900 

Figure 47: Phase 4 - General Traffic Statistics 

Network Region CPU Utilization 
S.P. Edge - Routers  2.50% 
S.P. Edge - Firewalls 20.00% 
Distribution - HQ 3.65% 
Distribution - MFG 3.10% 
Distribution - IT 0.99% 
Figure 48: Phase 4 - Router CPU Utilization 

We observed less CPU utilization among the distribution layer than in previous 

phases. It is likely the firewalls and routers at the Service Provider edge were not able to 

experience the increased efficiency of IPv6 like other network devices because a more 

detailed inspection of each packet was still required. 

Of note is the fact that the simulator split the network traffic evenly between IPv4 

and IPv6. This was expected, since it was not configured to give preference to either 

protocol. In a real-world setting, however, many IPv6-enabled applications will prefer 



   

76 
 

IPv6 if it is present. Due to this, an actual network is likely to have more IPv6 traffic 

running than IPv4 once dual-stack is enabled. This will result in a more efficient network. 

Recommendations and Conclusion 
The data generated by our simulations showed that enabling IPv6 on an enterprise 

network actually lightened the load on the network infrastructure. As evidenced by data 

collected during our testing after the migration the core layer of our enterprise, the 

hypothesis that enabling both protocols on a router would require more CPU processing 

is still likely to be true - the core simulation showed an increase in CPU utilization. The 

amount of processing power required to run dual-stack, however, must be balanced 

against the routing efficiency gained by running more traffic over IPv6. 

Figure 49 shows the CPU utilization for one of the distribution routers in each of 

the four phases of the migration.  
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Figure 49: CPU Utilization Data for All Phases 

As more traffic is sent over IPv6, the number of CPU cycles this router has to 

commit to routing each packet decreases. 

Based on the data from these simulations, it is recommended that network 

engineers build a migration plan that allows for systematic yet gradual implementations 

of IPv6. Each phase should focus on specific areas of the network, and should end with 

an evaluation of network performance. It is also recommended that since enabling IPv6 
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on the access layer will present the largest change on the network, it should be broken up 

into sub-phases, so the migration is more manageable. 

6 Testing 

 In the course of our research we quickly realized that a migration to IPv6 is not 

something that can be accomplished overnight, especially given the size and complexity 

of most enterprise networks. An enterprise must maintain network connectivity 

throughout the migration and will have a mixed IPv4/IPv6 environment during the 

migration process. To this end, we decided to test the usefulness of the Transitional 

Technologies research in our toolkit by migrating a physical IPv4 network to IPv6. 

The School of Computer Science and Informatics provided us with our physical 

testing environment, henceforth “the lab”. This environment was chosen for our physical 

implementation tests as it was an isolated network segment, running its own network 

services, used for Information Technology courses dealing specifically with network 

communication and enterprise network administration.  

6.1 Network Layout 
 Our lab contained several specific systems likely to be found in an enterprise 

environment, including a print server, a distributed file server cluster, an Internet Security 

Appliance (ISA), two Active Directory domain controllers and several Windows 7 

workstations. In order to include the wide variety of different operating systems likely to 

be present in an enterprise such as UC, we also created virtual machines running 

Windows XP, Apple OS 10.6, and Linux CentOS. At the start of our physical testing 

phase, all servers in the lab were running the Windows Server 2003 operating system. 

During our testing, several of the primary server systems were upgraded to Windows 
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Server 2008 R2, allowing us to take advantage of the increased support for IPv6 services 

found in this newer Microsoft release.  

The ISA server acted as both the primary firewall and router maintaining 

connectivity between the University’s network and the lab environment. Two Linksys 

SGE 2000P switches, held in the primary network rack, provide 1000-megabit network 

connectivity between the various servers and the HP workstations in the lab. We used a 

Cisco 2611XM router, also mounted in the primary network rack, for our network edge.  

6.2 Translation Implementation 
This section details the steps we took in our attempt to convert the networking lab 

to IPv6 using an IPv6-to-IPv4 translator, specifically Cisco’s NAT-PT. In this particular 

environment, native IPv6 connectivity was not possible. The networking lab is contained 

within the University of Cincinnati’s network, which at this time is IPv4-only. Although 

tunneling was considered, it was ultimately rejected as UCit’s edge security mechanisms 

do not support inspection of tunneled traffic. Cisco’s NAT-PT proved to be a well-

documented technology that allowed us to demonstrate a working knowledge of IPv6. 

NAT-PT, as well as other implementations of translation should only be used as a last 

resort, when other options have been exhausted. 

Before we began our lab work, we defined several goals that would indicate a 

successful conversion: 

• Maintain existing lab services to users. 

o Ensure Internet access still functions as usual. 

o Ensure Printing still functions as usual. 

o Ensure Active Directory still functions as usual. 
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• Provide an IPv4 “Safe Zone” for users that require legacy IPv4 connectivity. 

The architecture used in the networking lab was designed to provide an IPv4 “safe 

zone” where clients that required continued IPv4 connectivity could have it. To prevent 

IPv6 and IPv4 traffic from occurring within the same broadcast domain, VLAN 

segmentation was necessary. This was accomplished by segmenting the network at the 

translator using virtual networks known as VLANs. Figure 50 shows the layout of our 

VLANs. The IPv4 network was configured using VLAN 400. All clients that required 

IPv4 connectivity were assigned to this VLAN. Due to the limited number of services in 

the lab needing IPv4 connectivity we chose to allocate just 8 ports to this VLAN. The 

remaining ports were allocated to VLAN 600—the VLAN used for our IPv6 network. 

UC’s Network

Internet

VLAN	  600

Fa0/0
198.168.0.254

Fa0/1
2001:C0FF:EE:D00D::1

NAPT-PT with 
DNS-ALG 

Physical-to-Physical 
Configuration

DHCP Server
2001:C0FF:EE:D00D::11 AD/DNS

2001:C0FF:EE:D00D::10

VLAN 400

Ports will be allocated on the 
switches for clients that 
MUST have non-translated v4 
connectivity. They will 
continue to use ISA as a 
gateway. (DNS must be 
statically set to something 
outside the network)

ISA/RRAS
198.168.0.1

198.168.0.0/24

2001:C0FF:EE:D00D::/64
(Translated Clients Here) – IPv6 Only

(IPv4 “Safe Zone”)

IPv6 Clients
(These will be configured using the Neighbor Discovery Protocol for 

addressing, and DHCPv6 for DNS options.)

 



   

81 
 

Figure 50: Architecture Design Overview 

 Our translator, a Cisco 2611XM that was readily available in the lab, was then 

configured to statically route traffic to the existing IPv4 router—a Windows server 

running Internet Security Appliance (ISA) and Routing & Remote Access (RRAS). This 

design is detailed in Figure 1. 

6.2.1 NAT-PT Configuration 
The Cisco 2611XM required a specific firmware version to provide translation. 

This firmware version included feature sets for IPv6, NAT-PT, and DNS Application 

Layer Gateway functionality. All of these features were required for our implementation 

in the networking lab and are explained in detail in the sections to come. The first step in 

the configuration of the translator was to enable IPv6 routing. By default, IPv6 routing is 

disabled in Cisco devices, to enable it we had to enter global configuration mode and 

type: 

ipv6 unicast-routing 

A static IPv4 route was needed so that outgoing traffic could be sent to the Microsoft 

ISA/RRAS server. This was done by running the following command: 

 ip route 0.0.0.0 0.0.0.0 198.168.0.1 

The next step was to configure the IPv4 interface on the router. Our Cisco 

2611XM had two separate interfaces, FastEthernet0/0 (Fa0/0) and FastEthernet0/1 

(Fa0/1). Fa0/0 was designated as the IPv4 interface—it represented the edge of the router 

facing the IPv4 network. An IP address was assigned to this interface by entering the 

following command in interface configuration mode: 

 ip address 198.168.0.254 255.255.254.0 
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Although no IPv6 information is configured on this interface, IPv6 must still be enabled 

for NAT-PT to properly route packets from the IPv6 network. We also needed to instruct 

the Fa0/0 interface to participate in the NAT-PT configuration. We enabled IPv6 and 

configured NAT with these commands: 

 ipv6 enable  

 ipv6 nat 

Fa0/1 was designated as the IPv6 interface—it represented the edge of the router 

on the IPv6 network. We were able to configure IP address information be entering:23 

 ipv6 address 2001:C0FF:EE:D00D::1/64 

It was unnecessary to enable IPv6 on this interface because IPv6 address information was 

already explicitly configured. However to configure the interface to participate in NAT-

PT the ‘ipv6 nat’ command must be entered. This interface was also responsible for 

distributing IPv6 address information to the clients on the IPv6 network using Neighbor 

Discovery Protocol Router Advertisements24. We needed to configure the advertisements 

using the commands: 

 ipv6 nd prefix 2001:C0FF:EE:D00D::/64 

 ipv6 nd other-config-flag 

The second command was to instruct the router to set the ‘O’ flag to 1. This flag 

informed the clients to retrieve additional configuration from a DHCPv6 server. 

After we finished configuring the router interfaces we setup NAT-PT by running 

the following command: 

                                                
23 The first 64 bits of the IPv6 address was the prefix decided upon by the group – normally, this portion of the address 
would be given by an ISP. Our network has no connectivity to the IPv6 internet and therefore no need for a globally 
routable prefix. 
24 This configuration—in particular the decision to use Router Advertisements—was chosen for its simplicity. The 
design of stable dynamic host configuration architecture requires careful consideration. Technologies used for this 
purpose, such as DHCPv6 and Router Advertisements, are detailed in the section titled “Address Distribution in IPv6”. 
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 ipv6 nat v6v4 source list list_to-ipv4 interface FastEthernet0/0 overload 

The ‘ipv6 nat’ keywords were used to indicate the type of NAT we wanted—NAT-PT. 

The next piece ‘v6v4’ was used to configure translation in a particular direction. In our 

scenario we translated traffic from IPv6 to IPv4. The ‘source list list_to-ipv4’ portion of 

the command was used to instruct the router to look at an access list to determine which 

IPv6 devices to translate. The last segment of the command, ‘interface FastEthernet0/0 

overload’, configured the router to use port translation. To make more efficient use of our 

limited IPv4 address space, all connections from the router were uniquely identified using 

port numbers. Due to this setup, all traffic leaving the IPv6 network segment appeared to 

originate from FastEthernet0/0 on the router.  

To allow hosts on the IPv6 network to send data to the IPv4 network we enabled 

the router to dynamically map IPv4 addresses to IPv6 addresses using the following 

command: 

 ipv6 nat prefix 2001::/96 v4-mapped WHAT_to_IPv4 

Once again the ‘ipv6 nat’ keyword was used to indicate the type of NAT we wanted. The 

‘prefix 2001::/96’ designated the first 96 bits of our IPv6 addresses. The router 

determined the remaining 32 bits based on the originating IPv4 address. The ‘v4-mapped 

WHAT_to_IPv4’ segment of the command instructed the router to use an access list to 

determine which hosts to translation.  

The third step in our configuration was to create the access lists we had specified 

in prior commands. The ‘ipv6 access-list’ command is used to create a new access list. 

The ‘list_to-ipv4’ access list contained the following command: 

permit ipv6 2001:c0ff:ee:d00d::/64 any 
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 This command specified that the router was allowed to translate any address starting 

with our 64-bit prefix. The ‘WHAT_to_IPv4’ access list contained the following 

command: 

permit ipv6 any 2001::/96 

This command specified to the router that we were allowing any translated IP addresses 

that began with the given prefix. This effectively allowed all IPv4 addresses to be 

translated 

The final stage of our router configuration was to enable DNS-ALG. The first step 

of this process was to designate the translated address of our name server. 

ip name-server 2001::C6A8:2  

In addition to specifying a translated address, we had to create a static entry in the 

translation table to inform the router what IPv4 address corresponded to our translated 

IPv6 address. 

 ipv6 nat v4v6 source 198.168.0.2 2001::C6A8:2  

This static entry allowed traffic to this DNS server to flow through the translator at any 

time. This also configured DNS-ALG to begin manipulating DNS queries and responses. 

Using this configuration, connections could be made to any valid IPv4 address on the 

other side of the translator, using DNS names. This enabled our IPv6 clients to connect to 

the IPv4 internet.  

6.2.2 Server Configuration 
Few changes were made on the servers to enable IPv6. The most important 

configuration step was to statically assign our servers with IPv6 addresses. The prefix 

used for workstations, 2001:C0FF:EE:D00D::/64, was also used for the server addresses. 

The last portion of each server address was mapped to the 4th octet of its original IPv4 
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address. For instance, ITNET-DC1, the primary domain controller for the Active 

Directory environment, originally had an IPv4 address of 198.168.0.2. In our 

configuration ITNET-DC1 was given an IPv6 address of 2001:C0FF:EE:D00D::2. Once 

addressing was complete, we turned IPv4 off on all the servers. 

The DHCP server in the lab required additional steps in order for clients on the 

network to receive DNS information. We used “Stateless Mode” when configuring 

DHCPv6 on the server. When operating in this mode our DHCP server would not hand 

out address information, but would hand out any other options a client asked for. This 

configuration worked hand-in-hand with stateless auto-configuration present in 

Windows. 

The two printers in the Networking Lab were previously connected to the print 

server, ITNET-UTIL1, over the network. These printers were not IPv6 capable so we 

reconnected them to the print server directly, via USB. No change on the clients was 

needed since they were already accessing the printers through the ITNET-UTIL1 server. 

6.2.3 Workstation Configuration 
By default Windows is configured to retrieve IPv4 and IPv6 information from the 

network—a process known as stateless auto-configuration. In our environment the clients 

could receive IP address information via Router Advertisements. They were also able to 

receive additional information, specifically DNS information, from a DHCP server. After 

we enabled IPv6 on the router, the clients were able to pull IPv6 address and DNS 

information automatically.  
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6.2.4 Problems 
After the conversion process was completed we needed to verify our 

configuration based on the goals we set to mark a successful implementation. Printing 

and Active Directory authentication was unchanged after our implementation. Internet 

access worked intermittently and it was ultimately determined that connectivity was 

affected by a problem with the design of the DNS client in Windows. We also ran into an 

issue with DNS forwarding in Windows Server 2003. These two problems prohibited us 

from continuing with our implementation, and we were forced to roll back our changes. 

The DNS client in Windows Vista and Windows 7 was implemented in a way that 

is designed to work better in Dual-Stack environments (J. Davies).   

A Microsoft TechNet Article on the Windows DNS Client explains the design:  

“If the host has at least one IPv6 address assigned that is not a link-local or 
Teredo address, the DNS Client service sends a DNS query for A records and 
then a separate DNS query to the same DNS server for AAAA records. If an A 
record query times out or has an error (other than name not found), the 
corresponding AAAA record query is not sent.” 

According to the article the Windows DNS client first sends a request for an A 

record. If it receives a response that says that record doesn’t exist, everything works fine, 

since it immediately asks for the IPv6 AAAA record. In many ways, we agreed that this 

behavior allowed DNS requests to be performed more intelligently. However, behind our 

implementation of translation, this had adverse effects.  

Normally, clients behind a translator would be IPv6 only. In this scenario the 

Windows DNS would request AAAA records without waiting for an A record response. 

In a Dual-Stack environment the clients request A records first, and after receiving a 

response, AAAA records. If our network had been a pure IPv6 network, only AAAA 

records would be requested and access to the Internet would have worked. However our 
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clients had virtual network interfaces with IPv4 addresses—a result of installed 

virtualization software. With this configuration Windows identified our clients as being 

on a dual-stacked network and adjusted the DNS performance accordingly.  

When the first A record request was sent, the DNS-ALG in the translator dropped 

the DNS packet because it was expecting AAAA requests—all clients in the IPv6 

segment are assumed to be IPv6-only. This behavior caused the Windows DNS client to 

time out and therefore, by design, the corresponding AAAA record query was never sent. 

Our DNS server, which was also our primary domain controller, was running on 

Windows Server 2003. This operating system suited the needs of the lab in its IPv4-only 

configuration. We designed the implementation plan for the lab so that workstations 

would primarily use the local DNS server for DNS resolution. This was how it worked in 

the pre-conversion configuration, and is the ideal configuration in a small Active 

Directory environment like the networking lab. DNS requests that cannot be resolved by 

the local DNS server are sent to a DNS Forwarder. We had planned to use a DNS server 

outside the networking lab, owned and operated by UCit for this purpose.  

When we arrived at the configuration page for DNS forwarding in Windows 

Server 2003, we discovered that the operating system only accepts IPv4 addresses for 

DNS Forwarding. While this problem was not large enough to cause us to abandon our 

implementation it did introduce a single point of failure in our design. 

After encountering these problems, we decided to roll back our changes and 

revert the lab back to its original IPv4-only state. In the end we were unable to 

successfully maintain existing lab services to the users in our particular lab configuration, 

however, had we not required the installed virtualization software, we would have met 
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the three goals we established at the start of our implementation. Our changes to the 

network were rolled back within half an hour of our decision to abandon the 

implementation.  

7 Conclusion and Recommendations 

As stated at the beginning of this report, as of February 3, 2011, the IANA had 

depleted its allotment of IPv4 addresses (Internet Assigned Numbers Authority, 2011). 

As more devices, and the people who use them, enter the market, IPv4 will be 

unavailable as an internet protocol. The solution is a new internet protocol called IPv6. 

Unfortunately, communication between the two protocols natively is impossible. This 

means that an enterprise that does not take steps to adopt IPv6 will be unable to 

communicate with this new group of users – a situation that will leave enterprises at a 

disadvantage as IPv6 becomes more commonplace. .Because of this issue, we have come 

to the conclusion that IPv6 is an essential upgrade for enterprises. Not only does IPv6 

resolve the communications issue, it also provides other benefits in security, 

manageability and performance, as well. 

We have developed our Enterprise IPv6 Migration Toolkit to highlight these 

benefits and explore migration technology an enterprise might wish to employ as they 

adopt the new protocol. In our research of the 3 main types of transitional technologies, 

we have found that all three types of technologies have merit, depending on how they are 

deployed. Ideally, it will be most beneficial to dual-stack where possible to provide both 

IPv4 and IPv6 networks simultaneously. Where this is unavailable or infeasible, 

tunneling can be used to maintain connectivity between IPv6-only subnets and between 

IPv4-only subnets. Where absolutely necessary, translation can provide connectivity from 
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isolated IPv4 or IPv6 subnets to the rest of the network, although it should be used 

sparingly.  

IPv6 is a necessary technology to maintain future relationships with other 

enterprises. If enterprises fail to maintain these relationships, they will have a difficult 

time surviving among this increasingly global community of users. It is our hope that 

enterprises will be able to use our toolkit as a compass to navigate the often muddy 

waters of IPv6. 
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Appendix 

OPNET Application Breakdown 
Database (Medium) 

• 100% database queries 
• Transactions arrive with inter-arrival times exponentially distributed with mean 

12 seconds 
• Each transaction is 512 bytes 

HTTP (Light) 

• Page inter-arrival times are exponentially distributed with mean 720 seconds 
• Each Page has 500 bytes of text 5 “small images” each with size randomly picked 

with a uniform distribution on [10,400] bytes 

HTTP (Heavy Browsing) 

• Page inter-arrival times are exponentially distributed with mean 60 seconds 
• Each Page has 1000 bytes of text 5 “medium images” each with size randomly 

picked with a uniform distribution on [500,2000] bytes 

FTP (Medium) 

• 50% of file transfers from client to server (put), 50% from server to client (get) 
• The time between each client’s file transfer requests, is exponentially distributed 

with mean 360 seconds 
• All files are 5000 bytes 

Email (Medium) 

• Emails are sent with inter-arrival times exponentially distributed with mean 720 
seconds 

• Each email is sent to a group of 3 
• Emails are received with inter-arrival times exponentially distributed with mean 

720 seconds 
• Each email is received by a group of 3 
• Each email is 1000 bytes. 

Voice (IP Telephony) 

• Voice is encoded using encoder scheme G.729A 
• Each packet contains 1 voice frame 
• Incoming and outgoing silence time is exponentially distributed with mean 0.65 

seconds 
• Incoming and outgoing speech time is exponentially distributed with mean 0.352 

seconds 
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• Compression and Decompression delay is 0.02 seconds 
• Traffic mix is 100% discrete 

Video (High Resolution) 

• Frames are delivered at 15 frames per second 
• Each Frame is 128x240 pixels 
• Traffic mix is 100% discrete 


