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Abstract 

 
 This project shows the advantages of using the Enhanced Interior Gateway 
Routing Protocol (EIGRP) on an enterprise network.  To show the advantages of using 
EIGRP on an enterprise network, a virtual network was created based on Cisco’s 
Enterprise Composite Network Model. With this network, tests were completed to show 
how the network traffic flows for EIGRP. These tests were also compared with another 
common routing protocol, the Routing Information Protocol. The tests were completed to 
show the different convergence times, delay times, packet flow, and bandwidth usage. 
The virtual network was divided into sections, and the tests were completed on each 
section of the network for a specific amount of simulated time. The benefit of the 
research provided by this project will show the stability and consistency of using EIGRP 
on an enterprise network 
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The Advantages of using EIGRP on an Enterprise Network 

1. Statement of the Problem 

Many routing protocols are used in enterprise networking. The most 

popular routing protocols include the Routing Information Protocol (RIP), RIP v2, 

Interior Gateway Routing Protocol (IGRP), Open Shortest Path First (OSPF), and 

EIGRP. EIGRP is the latest routing protocol of the group, and it is often seen as 

the most efficient and most robust routing protocol in use (3).   

 The differences between the routing protocols RIP and EIGRP are vast. RIP takes 

some algorithms that were developed in 1957, and uses them in a way to read the 

distances on a network. RIP is still considered one of the most commonly used routing 

protocols on internal networks today (3). The limitations of RIP, however, stand out 

when it is compared with EIGRP.  

The biggest limitation of RIP is the maximum hop count of 15. If a hop count 

reaches 16 hops, then that means that the 16th hop is seen as a loop to infinity. This is a 

measure taken to reduce network convergence time, and it also limits the size of the 

network. What this limited hop count means is that there cannot be more than 15 hops 

from one individual router or switch.  This hop system is known as a metric system and 

the lower the metric, the better (2).  

EIGRP was introduced as an improvement over IGRP. Considering IGRP was 

Cisco’s improvement over RIP, EIGRP should be an obvious choice for most enterprise 

networks (5). Some networks still use the RIP routing protocol, and it is clear that there 

are many advantages for those networks to use EIGRP.  
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To show the advantages of using EIGRP on an enterprise network, a network was 

created that was able to support both RIP and EIGRP. For this network, a physical and 

logical layout was necessary. The physical layout provides an easy to read overview of 

the network. This physical layout was created with Microsoft Visio Professional 2003. 

This application is very useful for creating network layouts. Symbols and designs were 

used to make the network easier to understand, and clarify what was done. The logical 

layout was provided for all of the IP addresses for the network. Also, the proper 

subnetting was necessary, and it was confirmed with a professional subnetting calculator.  

The logical layout is represented in a table with the IP Addresses for each device listed. 

For this project to be complete, IP Addresses must be assigned on the network.  

This virtual network was based on the Cisco Composite Enterprise Network 

Model. This network model sets an example of a solid network by showing where certain 

network functions should be placed and implemented (13). Using a common network 

foundation such as the Composite Enterprise Network Model provided practical uses for 

this research. 

This project will show the advantages of using the Enhanced Interior Gateway 

Routing Protocol (EIGRP) on an Enterprise network. The problem is, however, finding 

how to show these advantages. Since the University of Cincinnati has the resources to use 

virtual networking software, it was best to take this route to prove the advantages of using 

EIGRP on an enterprise network.  
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2. Description of the Solution 
 
 The purpose of this project is to show the advantages of using the Enhanced 

Interior Gateway Routing Protocol (EIGRP) on an enterprise network, and the research 

from this project shows those advantages. To show the Advantages of using EIGRP on an 

enterprise network, it is necessary to use a virtual network based on Cisco’s Enterprise 

Composite Network Model (ECNM). The ECNM is a model network that many large 

companies use as a template for their network infrastructure. This virtual network was 

created in the OPNET IT Guru virtual network software.  

 The virtual network is composed of several key sections. At the top of the 

network is a server farm connected to the campus backbone.  Under the campus 

backbone, the three building distributions exist. From the campus backbone, the edge 

distribution switches are setup. From the edge distribution, four Demilitarized Zones 

(DMZ) are created for various secure connections across the network. Ultimately, a DMZ 

makes sure that traffic coming from outside of the network is secured and filtered so that 

it cannot do any damage to the internal network. Refer to Figure 1 for a better 

understanding of how this network looks. The Network Overview shows the server farm, 

campus backbone, and the building distributions. On the right side, there is the edge 

distribution and the four DMZs.  
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Figure 1 Network Overview 

To show the advantages of using EIGRP on this network, it is necessary to divide 

the network into sections. Once the network is divided into sections, the network must be 

set up with the necessary routing protocols. For this project, EIGRP will be compared 

directly with the Routing Information Protocol (RIP). These two routing protocols will be 

set up to run on specific sections of the network. When the correct application load is 

placed on the network, the tests can then run on these network sections. After the tests 

run on the different sections on this network, the results will then need to be analyzed and 

compared for a final solid conclusion.  

  

2.1 User Profiles 

 Only one user is necessary for this project. This user is the OPNET IT Guru 

Administrator, and the user profile is necessary because this user profile will run the tests 

in the OPNET software. With this profile, the network was created and the data will be 
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gathered. Since this OPNET software is being used for research, no other user profile will 

be necessary.  

 

2.2 Design Protocol 

 The first part of the Design Protocol was to actually create the virtual network. 

This virtual network was based on Cisco’s design for the Enterprise Composite Network 

Model. Before building the virtual network in OPNET, it was necessary to create a 

physical layout in Visio. Refer to Figure 2 to see the physical layout for this project. The 

physical layout shows the way the devices are positioned in OPNET. After the physical 

layout was created, it was then approved by the technical advisor for this project. This 

approval was also for the specific Cisco devices that are being used in this virtual 

network. Once approval was obtained for the physical layout, the model was built in 

OPNET IT Guru.  
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       Figure 2  Physical Layout 

 The next step in the Design Protocol was to divide the network into sections that 

can be tested alone. Testing these sections alone, gave a better analysis for how the 

network functions as a whole. The network was divided into 2 main sections with 

different application load flowing over the network. First, the campus backbone which 

consists of the server farm, the server farm switches, and the campus backbone switches. 

The server farm switches are Cisco 2900 XL switches, and the Campus Backbone 

switches are Cisco 6509s.  

Next, the building distributions were set up, and they are same for three separate 

buildings. The building distribution routers are Cisco 12008 Gigabit switch routers, and 

the individual floor switches are Cisco 5500s. The building distributions were tested with 

the Campus Backbone.  
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The next section of the network to be tested is the edge distribution with all the 

DMZs. This section includes the edge distribution switches, and the four DMZs. The 

Edge Distribution switches are Cisco 6509s, and the internal routers to the DMZs are 

Cisco 12008 Gigabit switch routers. Also, the local switches in the DMZs are Cisco 2900 

XL switches.  

It is also important to note that the tests that were completed on this network were 

not limited to the two main scenarios of Campus Backbone and Edge Distribution. Each 

of those scenarios was set up with different points of failure to see how the network 

responded with RIP and EIGRP. For example, the Campus Backbone had a simulation 

that was completed with a Campus Backbone Switch failed, and three building 

distribution routers failed. These results will be discussed later in this paper.  

 After the network was divided into sections, the protocols will need to be set up 

on the network. There is an option in OPNET to enable RIP and EIGRP on the network. 

Besides setting up the routing protocols on each section of the network, the application 

load has to be applied to the network. The application load includes three types of traffic 

that were tested individually. First, the general traffic was simulated for each section of 

the network. The general traffic consists of Email, Web Browsing (HTTP), Database, File 

Transfers (FTP), and Print traffic. The other two traffics that are applied separately are 

voice and video traffic. The voice and video traffic were applied separately because of 

the length of a single simulation with that traffic. A single simulation will take about ten 

minutes with the Voice over IP (VOIP) or video conferencing traffic. 

 It was also necessary to run the tests at different application load levels to see how 

consistent the routing protocols are over high load and low load. These application loads 
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are considered standards by Cisco from data that they have received over the last twenty-

five years (9). Running high load and low load tests will provide a more thorough 

analysis to see if there is a difference between how the network responds to RIP and 

EIGRP.   

 

3. Deliverables 

For a thorough analysis to be completed on this project, there were certain things 

things that needed to be completed and observed. During the design, testing, and analysis 

phases of this project, the following objectives were completed and observed: 

• Complete Virtual Network 

• Convergence times 

• Logical layout 

• Application delay times 

• Overall bit flow 

• Results with a failed node 

• VOIP traffic 

 

4. Design and Development 

The next sections discuss the project budget, timeline, software, and hardware. 

4.1  Budget 

This project’s budget did not change drastically over the year. The only change to 

the budget was the addition of a 60 GB external hard drive for storage use. That brought 

the budget total to $50,568.99. The actual cost for this project remains at zero dollars 



   

15 

because the hard drive was already purchased and the software was free. See Figure 3 for 

this project’s budget.  

 

 

 

 

 

 

 

 

 

 

 

Figure 3 Project Budget 
 

4.2  Timeline 

The timeline for this project changed slightly over the year, but building the 

network and completing the testing definitely took the longest amount of time. View 

Figure 4 for the timeline of this project. 

$0.00  My Total:  
 $50,568.99 Retail Total:  

0.00 50,000.00 Provided by 
OPNET  

OPNET IT Guru 

0.00 499.00 Provided by UC Microsoft Visio 
Professional 2003 

0.00 69.99 Have  60 GB Hard Drive 

$0.00 $0.00 Provided by 
SolarWinds 

Subnetting 
Calculator 

Actual 
Cost 

Retail  
Cost 

Description  Item  



   

16 

 

Figure 4 Project Timeline 

4.3  Software 

Only three different types of software were necessary for this project. The main 

software being used for this project is called OPNET IT Guru. This networking software 

allows many different aspects of a networking to be viewed. Different types of networks 

can be built, and network protocols, connections, and devices can be analyzed.  

The second software used for this project is Microsoft Visio Professional 2003. 

This software was used to create the physical layout for the virtual network. This physical 

layout needed to be created before the virtual network to be completed in OPNET.  

The last software package used for this project is SolarWinds. This software is a 

subnet calculator that was used to confirm the IP Addresses used for the logical layout of 

the project. The logical layout was planned and worked out before using this subnetting 

calculator to confirm that the addresses were correct.  



   

17 

 

4.4  Hardware 

The main piece of hardware used for this project was a computer that was already 

purchased to complete all the testing in OPNET. This computer had all of the software 

loaded onto it that was necessary to complete this project. The only other hardware for 

this project was a 60 gigabyte external hard drive. This hard drive was used to store all of 

the data saved from OPNET. 

 

5. Proof of Design 

The next section shows how the deliverables for this project were completed, and 

the steps taken to completion.  

5.1  Scenarios 

There are two main scenarios that were used for the testing on this virtual 

network. The main scenarios are the Campus Backbone and the Edge Distribution. View 

Figures 5 and 6 to see the Campus Backbone and Edge Distribution. Figure 5 shows the 

Campus Backbone with the building distributions. Figure 6 displays the Edge 

Distribution with the four DMZs.  
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   Figure 5 Campus Backbone 

 

 

 

 

 

 

 

 

 

   
          Figure 6 Edge Distribution 
 

 The Scenarios are not limited to just the two that appear in the screenshots. 

Certain failures were applied to these two scenarios to see how the routing protocols 
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affected the network traffic. View Figures 7 and 8 to see the failures that were applied to 

the Campus Backbone and Edge Distribution. In the Campus Backbone scenario, one of 

the Campus Backbone switches was failed, and one of each of the sets of building 

distribution routers was failed. The failure is makes the devices act as if they were 

powered off, or had a hardware failure. For the Edge Distribution, one of the edge 

distribution switches was failed. 

                           

    Figure 7 Campus Backbone with Failure 
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      Figure 8 Edge Distribution with Failure 

5.2  The Complete Virtual Network 

The complete virtual network was a necessary deliverable to complete the other 

objectives in this project. Figure 9 displays the complete virtual network based on Cisco’s 

Enterprise Composite Network Model. This model consists of the campus backbone, 

building distributions, edge distribution, and the four DMZs. The four DMZs consist of a 

service provider edge, an e-commerce edge, an internet edge, and a remote access edge. 

The service provider edge contains a frame relay connection, ATM connection, and a 

Point-to-Point Protocol (PPP) connection. The e-commerce edge provides a means of 

revenue for a company. The internet edge provides the users on the network with a 

connection to the outside world. The remote access edge provides remote connections for 

users at home or away from the office.  
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   Figure 9 Complete Virtual Network 

     5.3 Convergence Times 

Convergence time is known as the time it takes for all the routers and switches in 

the network to know exactly what connections are active on the network. Another good 

way to explain convergence time is that it is the time it takes for all the routers and 

switches on the network to know the current network topology. Convergence time is 

something that exists with the EIGRP routing protocol and not RIP. Convergence time is 

possible because of the Diffusing Update Algorithm (DUAL). This algorithm provides 

EIGRP with the ability to calculate the lowest cost path from a device if it fails. 

Convergence happens before a device even fails, so that EIGRP can adjust to a failure 

right away. It is interesting to see how fast different sections of the network converge 

when set up with different parameters. Not only is it interesting, but it also provides 

valuable data for supporting EIGRP as a superior routing protocol (10 pgs. 235-250). 
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See Figure 10 to see how the convergence time looks on the Campus backbone 

with general traffic running. This convergence time is about .0038 of a second.  

              

Figure 10 Covergence time – Campus Backbone – General Traffic – 
Heavy Load 

 

The convergence time with the Campus Backbone running general traffic on light 

load is just about the same as it is with a heavy load. There was a noticeable difference 

when running heavy traffic on the campus backbone with failure. See Figure 11 to view 

the convergence time on the Campus Backbone with Failure. This convergence time is 

slightly quicker with no failure because EIGRP is converging with fewer devices. Also, 

EIGRP already knows the shortest paths to take when there is a failure, so the 

convergence time is actually quicker with failure. This convergence time does not change 

much when changed to a light load. The convergence time in this scenario is about 

.00225 of a second.  
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         Figure 11 Convergence time - Campus Backbone with Failure – General         
Traffic –   Heavy Load  

  

 The Edge Distribution convergence time with general traffic on heavy load is 

much slower to converge. This convergence time is about .175 of a second. View Figure 

12 to see the convergence time on the Edge Distribution with general traffic on heavy 

load. This convergence does not noticeably change with a light load.  
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         Figure 12 Convergence time – Edge Distribution – General Traffic -           
Heavy Load 

 

The convergence time on the Edge Distribution with failure running general 

traffic with a heavy load was slightly faster than without the failure. This is consistent 

with the results from the Campus Backbone. The convergence time is about the same 

with a light load running on this scenario, which is also consistent with the Campus 

Backbone. See Figure 13 for the convergence time on the Edge Distribution with Failure 

running general traffic with a heavy load.  
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  Figure 13 Convergence time - Edge Distribution with Failure –  
                  General Traffic – Heavy Load 

5.4 Logical Layout  

If this network is going to exist theoretically, then it was important for it to exist 

logically. See Figure 14 for the IP Address layout for this virtual network. This IP layout 

was planned out, and then confirmed with the SolarWinds subnetting calculator. The 

logical layout only serves the purpose to show that this network could exist physically if 

the devices were available. The devices were assigned IP Addresses from the available 

range of valid IP Addresses. There were eight different subnets based on the design of the 

network. Those subnet address numbers can be viewed in Figure 14. 
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Subnet Number Subnet Broadcast Address Range of Valid Addresses
170.1.16.0 170.1.31.255 170.1.16.1 - 170.1.31.255
170.1.32.0 170.1.47.255 170.1.32.1 - 170.1.47.255
170.1.48.0 170.1.63.255 170.1.48.1 - 170.1.63.255
170.1.64.0 170.1.79.255 170.1.64.1 - 170.1.79.255
170.1.80.0 170.1.95.255 170.1.80.1-170.1.95.255
170.1.96.0 170.1.111.255 170.1.96.1-170.1.111.255
170.1.112.0 170.1.127.255 170.1.112.1-170.1.127.255
170.1.128.0 170.1.143.255 170.1.128.1-170.1.143.255  

Figure 14 IP Address Layouts 

 

 

 

 

 

 

 

 

 

Host Address
Email Server 170.1.16.1
DNS Server 170.1.16.2
File & Print Server 170.1.16.3
Directory 170.1.16.4
Database 170.1.16.5
Legacy 170.1.16.6
Server Farm Switch 1 170.1.16.7
Server Farm Switch 2 170.1.16.8
Campus Backbone Switch 1 170.1.16.9
Campus Backbone Switch 2 170.1.16.10
Building Distribution Router 1 (A) 170.1.32.1
Building Distribution Router 2 (A) 170.1.32.2
Workstation Switch 1 (A) 170.1.32.3
Workstation Switch 2 (A) 170.1.32.4
Workstation Switch 3 (A) 170.1.32.5
Workstation Switch 4 (A) 170.1.32.6
LAN 1 (A) 50 PCs 170.1.32.7 - 170.1.32.56
LAN 2 (A) 50 PCs 170.1.32.57 - 170.1.32.106
LAN 3 (A) 50 PCs 170.1.32.107 - 170.1.32.156
LAN 4 (A) 50 PCs 170.1.32.157 - 170.1.32.206
Building Distribution Router 1 (B) 170.1.48.1
Building Distribution Router 2 (B) 170.1.48.2
Workstation Switch 1 (B) 170.1.48.3
Workstation Switch 2 (B) 170.1.48.4
Workstation Switch 3 (B) 170.1.48.5
Workstation Switch 4 (B) 170.1.48.6
LAN 1 (B) 50 PCs 170.1.48.7 - 170.1.48.56
LAN 2 (B) 50 PCs 170.1.48.57 - 170.1.48.106
LAN 3 (B) 50 PCs 170.1.48.107 - 170.1.48.156

LAN 4 (B) 50 PCs 170.1.48.157 - 170.1.48.206
Building Distribution Router 1 C 170.1.64.1
Building Distribution Router 2 C 170.1.64.2
Workstation Switch 1 C 170.1.64.3
Workstation Switch 2 C 170.1.64.4
LAN 1 C 100 PCs 170.1.64.5 - 170.1.64.104
LAN 2 C 100 PCs 170.1.64.105 - 170.1.64.204
Corporate Router 170.1.80.1
Edge Distribution Switch 1 170.1.16.11
Edge Distribution Switch 2 170.1.16.12
E-Commerce Internal Router 170.1.96.1
E-Commerce Internal Firewall 170.1.96.2
E-Commerce Local Switch 170.1.96.3
E-Commerce Web Server 170.1.96.4
E-Commerce DMZ Firewall 170.1.96.5
E-Commerce Application Server 170.1.96.6
E-Commerce Internet Router 170.1.96.7
E-Commerce Database 170.1.96.8
Internet Internal Router 170.1.112.1
Internet Internal Firewall 170.1.112.2
Internet Local Switch 170.1.112.3
Internet Cache Server 170.1.112.4
Internet DMZ Firewall 170.1.112.5
Internet Public Server 170.1.112.6
Internet - Internet Router 170.1.112.7
Remote Access Internal Router 170.1.128.1
Remote Access Firewall 170.1.128.2
Remote Access Local Switch 170.1.128.3
Remote Access IDS 170.1.128.4
Remote Access VPN 170.1.128.5
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5.5  Application Delay Times 

The applications delay times on this virtual network are consistent with being 

quicker with EIGRP. This is very noticeable with heavy loads on the network. With 

lighter loads the application response time is not that noticeably quicker with EIGRP, but 

it is still often quicker. View Figure 15 to see how the Database Entry response time with 

a heavy load going over the Campus Backbone. This Database Entry response time was 

for a simulated time of six minutes, and it is noticeably quicker with EIGRP. 

                  

     Figure 15 Database Entry response time – Campus Backbone –  
                     Heavy Load 

 The FTP traffic is also noticeably quicker with EIGRP when a heavy load is 

placed on the Campus Backbone. See Figure 16 to see the difference in the FTP traffic on 

this network. This screenshot shows the FTP download response time, and the upload 

response time is about the same.  
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Figure 16 FTP Download response time – Campus Backbone –                                 

Heavy Load 
 
 With a light load running on the Campus Backbone, the results were slightly 

different than Figure 15. The Database Entry response time is still quicker with EIGRP, 

but not as noticeably. See Figure 17 to view the differences between EIGRP and RIP with 

Database Entry on light load.  
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          Figure 17 Database Entry response time – Campus Backbone 
                          Light Load 
 
 When looking at the Edge Distribution scenario, similar results were obtained. 

With general traffic running over the network at a heavy load, there is a noticeable 

difference between the Database Entry response time with EIGRP and RIP. EIGRP gets a 

better response time that RIP with a heavy load running on the Edge Distribution. See 

Figure 18 to view the differences between EIGRP and RIP with the Database Entry 

response time.  



   

30 

                     

        Figure 18 Database Entry response time – Edge Distribution 
                        Heavy Load 
 
 With a light load flowing over the network, the differences in the Database Entry 

response time is not as noticeable when compared to Figure 18. This is also consistent 

with the results from the Campus Backbone. View Figure 19 to see the Database Entry 

response time with a light load on the Edge Distribution.  
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        Figure 19 Database Entry response time – Edge Distribution 
                        Light Load 
 
5.6  Overall bit flow 

The overall bit flow shows very large differences between RIP and EIGRP. The 

differences between EIGRP and RIP with the overall bit flow was outstanding. In every 

scenario with different types of traffic flowing over the network, RIP always sends at 

least twice as much traffic over the network. The main reason for this traffic difference is 

because RIP sends automatic updates every thirty seconds. These automatic updates are 

large packets that include the routing information from a router or switch. View Figures 

20 and 21 to see the differences between the overall bit flow on the network with the 

Campus Backbone on a heavy load.  
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 Figure 20 Overall Bit Flow – Campus Backbone - General Traffic –  
Heavy Load 

 
 Figure 20 shows the overall bits per second on the Campus Backbone. RIP is 

exceeded 50,000 bits per second every thirty seconds, while EIGRP sends fewer bits per 

second at about 3,000 bit per second. The results are about the same when a light load is 

applied. The traffic sent by RIP is averaging over twice as much traffic. 
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        Figure 21 Overall Bit Flow – Campus Backbone - Video Conferencing -      
Traffic Only 

 
 When testing one type of traffic out by itself, the results are consistent to when 

general traffic runs on the Campus Backbone. Figure 21 shows how much traffic is 

flowing over the Campus Backbone with video conferencing traffic. RIP is still spiking 

over 50,000 bits per second, while EIGRP continues to flow at about 3,000 bits per 

second. The Voice over IP (VOIP) traffic was consistent with the video conferencing 

results.  

 The Edge Distribution had results that are consistent with the Campus Backbone. 

The only major difference is that RIP was sending even more traffic on the Edge 

Distribution than EIGRP. See Figure 22 to see how drastically the difference is between 

the traffic flowing on the Edge Distribution with a heavy load. RIP reached over 75,000 

bits per second, while EIGRP stayed at about 3,000 bits per second. The Video 
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Conferencing and VOIP traffic gave the same results when they were running 

individually on the network alone.  

                     

        Figure 22 Overall Bit Flow – Edge Distribution – General Traffic –  
                        Heavy Load 
 
5.7  Results with a Failed Node 

Another important deliverable for this project is to see how this network reacts 

with a failed node when running RIP and EIGRP. Different failures were set up for these 

scenarios. On the Campus Backbone, one of the Campus Backbone Switches was failed, 

and one of each of the pairs of building distribution routers was failed. It is important to 

view the results with a failed node because a network engineer would like to know how a 

network will respond to failure. How long will the network be down, or unresponsive? 

These results help clarify how a network will respond with certain failures. See Figure 23 
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to view the results with a failure on the Campus Backbone with Database Entry traffic 

sent.  

       

       Figure 23 Results with a Failed Node – Database Entry traffic sent –  
                       Campus Backbone – Heavy Load 
 
 It is clear to see that RIP sends more Database Entry traffic than EIGRP with a 

failure on the Campus Backbone. Figure 23 displays the results of Database Entry traffic 

running over the Campus Backbone with several failures. The results with Database 

Query traffic are about the same. With a light load on this scenario the results are also 

very similar, but the difference is not as noticeable. Since the difference is not as 

noticeable with a light load, EIGRP shows to be more superior when heavy loads are 

applied to the network.  

 The Edge Distribution with a failed node is consistent with the results from the 

Campus Backbone. With one of the Edge Distribution switches failed out, the Database 
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traffic is higher with RIP. View Figure 24 to see the difference between the Database 

Entry traffic sent over the Edge Distribution with a failed node.  

                  

     Figure 24 Edge Distribution with Failure - Database Entry traffic sent -  
                     General traffic - Heavy Load  
 
5.8  VOIP Traffic 

The last important deliverable is the Voice over IP (VOIP) traffic. This traffic 

effects how phone calls are sent and received throughout a network. If there is delay with 

this traffic, then a phone call will receive latency, or the call will be dropped. It is 

important for upper management to consider how vital their phone calls are. Is this a 

business transaction that could possible be dropped? If so, then the following results for 

this network should be considered. See Figure 25 to view how VOIP packet delay 

variation is different between RIP and EIGRP.  
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      Figure 25 VOIP packet delay variation – Campus Backbone 

 From Figure 25, it is clear to see that there is a delay difference between RIP and 

EIGRP. View Figure 26 to see the packet end-to-end delay with VOIP running over the 

Campus Backbone.  
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       Figure 26 VOIP packet end-to-end delay – Campus Backbone 

 The Edge Distribution is consistent with the Campus Backbone when it comes to 

VOIP traffic. RIP is still showing to be slower than EIGRP when dealing with VOIP. 

View Figure 27 to see the differences between RIP and EIGRP with VOIP running on the 

Edge Distribution. 
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      Figure 27 VOIP Packet end-to-end delay – Edge Distribution 

 When running tests to see how VOIP traffic reacts with a failure on the Edge 

Distribution, it is another consistent result with the Campus Backbone. RIP shows a 

slower response than EIGRP when one of the Edge Distribution switches is failed. See 

Figure 28 and 29 to view the differences between RIP and EIGRP with VOIP traffic 

running over the Edge Distribution with failure. Figure 28 show a small difference 

between RIP and EIGRP, but Figure 29 show RIP displaying packet delay while EIGRP 

almost has no delay.  
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      Figure 28 VOIP Packet Delay Variation – Edge Distribution with failure –  
                      Heavy Load 
 

       

     Figure 29 VOIP Packet Delay Variation – Edge Distribution with failure -  
                      Light Load  
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 One last thing to consider about VOIP traffic is that the overall traffic being sent 

with only VOIP traffic running on the network. This traffic difference between RIP and 

EIGRP is staggering. View Figure 30 to see the differences in traffic running on the Edge 

Distribution with VOIP traffic only. This screenshot shows RIP sending over 65,000 bits 

per second every thirty seconds. Meanwhile, EIGRP averaged about 3,000 bits per 

second. This was an important fact because it shows how inconsistent RIP can be. With 

VOIP traffic it is best to have a consistent routing protocol so that no latency or lag will 

be present on phone calls. 

          

 Figure 30 VOIP traffic only – Edge Distribution 

6.   Conclusions and Recommendations 
  
 The following sections will discuss the final conclusions and recommendations 

that explain why this research is important and useful.  
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6.1 Conclusions 

 The advantages of using EIGRP on an Enterprise Network stand out in four major 

points. These points are the application delay, overall bit flow, results with a failed node, 

and VOIP traffic. The tests run on this network conclude that the application response 

time is quicker with EIGRP. The difference in the overall bit flow is outstanding. RIP 

sends at least twice as much traffic over the network when compared with EIGRP. When 

a router or switch fails on the network, EIGRP responds much quicker than RIP. The 

network can respond to failure right away with EIGRP, while RIP may take several 

minutes to adjust to a failure. Finally, the benefits when using EIGRP with VOIP should 

give upper management comfort because EIGRP has less delay, which means less latency 

and fewer dropped calls. 

6.2 Recommendations 

 The information presented in this study can be used to help network engineers 

choose what routing protocol to use over a network. There are many advantages to 

EIGRP, but if a small network is being implemented, then RIP can still be a good choice. 

RIP has been known to be very successful on small networks because it is easy to set up, 

and it is easy to troubleshoot. RIP is also stable under a light load. When a network grows 

to what is considered mid-to-large in size with a high traffic flow, it is important to 

consider another routing protocol such as EIGRP. EIGRP can handle thousands of 

routing nodes, and it is meant to be used for very large networks.  
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